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Design patterns help system designers apply proven solu-
tions to commonly occurring problems. While the informal
style used to describe patterns is valuable, it is also im-
precise. To ensure that patterns are applied correctly, we
must also have precise pattern characterizations, and tools
for determining whether the appropriate implementation re-
quirements are satisfied.

This paper reports two contributions focused on automat-
ing the detection of pattern implementation errors. First, we
present a specification language that allows us to capture
pattern requirements precisely, as well as the ways in which
patterns are specialized in the systems that use them. Sec-
ond, we present a tool that generates a set of aspect-oriented
monitors for a system based on the specifications of the pat-
terns used in its design, and the specifications of the pat-
tern specialization details. The generated aspects are used
to monitor the system at runtime to determine whether the
appropriate implementation requirements are satisfied. The
aspects are valuable across the development lifecycle, where
they aid in maintaining the design integrity of the system
by detecting errors introduced during evolution and main-
tenance. We demonstrate the specification and monitoring
approach with a case study.

1. INTRODUCTION
Design patterns [6, 3, 19, 17] have fundamentally altered

the way system designers approach the design of large soft-
ware systems. Their benefits are two-fold. First, patterns
make it possible for designers to exploit the collective wis-
dom and experience of the software community. Second,
they provide an extended design vocabulary, allowing de-
signers to more quickly understand the structure of a given
system, and to gain a deeper understanding of why it be-
haves in particular ways. As Buschmann et al. [3] put it,
“patterns support the construction of software with defined
properties [emphasis added]”. To fully realize these benefits,
however, two requirements must be addressed. First, pat-
terns must be described precisely. Each description must
specify both the implementation requirements that must be
satisfied if the pattern is be used as intended, as well as
the system behaviors that are guaranteed by virtue of the
pattern’s application — the ‘defined properties’ discussed
by Buschmann et al. Second, designers must have suitable
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tools for automating the detection of system implementation
errors based on the specifications of the patterns used in its
design. These requirements are especially important when
patterns are applied in safety- and mission-critical systems.

In this paper, we report two contributions that address
the aforementioned requirements. The first contribution is
a pattern specification language designed to support run-
time specification checking. We refer to this language as
the Pattern Contract Language (PCL), pronounced ‘pickle’.
Given a pattern P , the PCL contract for P will specify the
requirements that must be satisfied by any system in which
the pattern is used, and the resulting system behaviors that
are guaranteed as a result. Note, however, that patterns
can be tailored to many different system contexts. These
specialization details fundamentally affect the precise imple-
mentation requirements, as well as the behaviors that should
be expected. In PCL, this information is captured in the
form of a subcontract. Hence, the contract for P specifies
information common to all applications of the pattern, and
a particular subcontract specifies how the pattern is special-
ized for use in a given system.

The second contribution is the design and implementation
of MonGen, a tool for automating the creation of runtime
contract monitors. Given a set of PCL contracts and sub-
contracts for a particular system, MonGen automatically
generates a set of monitoring aspects in AspectJ [10]. The
generated aspects are used to monitor the system during its
execution to determine whether the requirements and be-
havioral guarantees specified in the pattern contracts and
subcontracts are met. These aspects are valuable not only
during the initial stages of the development process, but
throughout a system’s lifecycle. By reusing the generated
aspects during periods of evolution and maintenance, the
monitoring approach can detect errors that would otherwise
violate the design integrity of the system. We will return to
this point in Section 7.

In designing MonGen, we chose an aspect-oriented ap-
proach for two reasons. First, using AspectJ allows us to
defer the task of weaving monitoring code throughout the
system to the AspectJ compiler. Second, and more impor-
tant, many design patterns address issues involving multiple
classes. Consequently, the contracts for these patterns spec-
ify requirements that must be monitored across the system
hierarchy. Aspect-oriented languages such as AspectJ pro-
vide convenient language constructs for capturing this type
of cross-cutting concern.

One of the important motivations behind the development
of PCL as a language in which patterns can be specified for-
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mally and precisely is that standard informal descriptions
of many patterns are inherently ambiguous. Consider, for
example, the standard informal description of the Observer
pattern [6]. This description elucidates a number of key
properties. It is clear, for example, that objects participat-
ing in the Observer pattern play one of two roles: Subject1

or Observer. The intent of the pattern is to keep multiple
observers consistent with the state of a single subject. When
an object wishes to become an observer of a subject, it in-
vokes the subject’s Attach() method. When it is no longer
interested, it invokes the Detach() method. In addition, the
subject provides a Notify() method that invokes an Update()

method on each attached observer. The informal description
states that the ‘. . . subject notifies its observers [by calling
Notify()] whenever a change occurs that could make its ob-

servers’ states inconsistent with its own”. But how will the
subject determine whether a change in its state has caused it
to become inconsistent with one or more observers? Indeed,
what does it mean to say that the subject’s state is incon-
sistent with an observer? These are the types of ambiguities
that can lead to software defects if members of a design team
have subtly different interpretations of the pattern’s descrip-
tion. Our pattern specifications provide precise answers to
these questions, and our monitoring tools detect implemen-
tation inconsistencies before they reach system deployment.

Note, however, that precision comes at the risk of reduced
flexibility [16]. If, for example, we were to adopt a sin-
gle definition for the notion of inconsistency in the Observer
pattern, the pattern would not be applicable in systems that
have a different notion of this concept. Preserving flexibility
is one of our key concerns, and PCL is designed to avoid such
a compromise. We achieve this, in part, by parameterizing
our specifications using auxiliary concepts. Each concept is
a relation involving one or more states of the objects partic-
ipating in the pattern. Pattern contracts are expressed in
terms of these concepts, but the actual definitions are sup-
plied as part of the subcontracts corresponding to particu-
lar specializations of the pattern. Consider, for example, the
contract for the Observer pattern. This contract will declare
two auxiliary concepts: Modified() and Consistent(). The
first concept will capture whether the state of the subject

has been modified in a way that could result in inconsis-
tency with an attached observer. The second will capture
whether the state of the subject is consistent with the state
of a particular observer. By expressing the contract over
these relations, but deferring their definitions to a subcon-
tract, we are able to achieve precision without a compromise
in flexibility.

Several authors have considered how to formalize design
patterns. We will discuss a number of proposed approaches
in Section 6. At this point, however, we will note that our
work is unique in two important ways. First, although other
authors have considered pattern formalization, our work is
the first to propose a specification language that precisely
captures the implementation requirements and behavioral
guarantees associated with a range of patterns, while simul-

1We use names starting with uppercase letters, such as Sub-

ject, for roles. We use corresponding lowercase names, such
as subject, to refer to the objects that play these roles. In
some cases the name of a pattern is also used for one of the
constituent roles, as in the case of the Observer role of the
Observer pattern. In such cases, the context will make clear
which is intended.

taneously accommodating the variation that occurs across
applications of the same pattern. Second, our work is the
first to consider automating the generation of monitoring
code for detecting pattern implementation errors based on
the relevant pattern specifications.

We should also mention that in [20], we consider the for-
malization of design patterns, and in [21], we consider run-
time monitoring of pattern contracts, coding the necessary
monitors by hand. While there are similarities between the
work presented here and the work presented in our previous
papers, there are a number of important differences. First,
we have not previously considered a general purpose pattern
specification language, such as PCL. Second, we have not
previously considered pattern specializations, and by conse-
quence, we have not considered subcontracts. Finally, we
have not previously considered automating the generation
of contract monitoring code. Despite these differences, how-
ever, the results reported in this paper build upon important
principles introduced in [20] and [21].

In Section 2, we present the main details of PCL. In Sec-
tion 3, we outline how MonGen generates aspects and sub-
aspects from pattern contracts and subcontracts. In Sec-
tion 4, we develop the contract for Observer, briefly outline
a simple system built using the pattern and the correspond-
ing pattern subcontract, and consider some of the code Mon-
Gen generates from them. In Section 5, we summarize our
experiences using the approach with other case studies. In
Section 6, we discuss related work. In Section 7, we con-
clude with a summary of our approach and explain how it
is applicable across the full software lifecycle.

2. PATTERN CONTRACT LANGUAGE
A design pattern consists of a number of roles. One set

of requirements that the pattern imposes is that these roles
interact in specific ways. In the Observer pattern, one such
requirement, as we saw, is that when the state of the Subject

changes and its new state might be inconsistent with that
of the Observers, it should invoke the Update() operation
on each observer. In our formalism, these requirements will
be part of the role contract corresponding to the Subject

role. In general, the pattern contract for a given pattern
will include a role contract corresponding to each role of the
pattern. The pattern contract will also specify a pattern
invariant, an assertion involving the states of all the roles.
The invariant will be satisfied whenever control is outside
all of the methods of all the roles. The invariant is, essen-
tially, the ‘defined properties’ [3] that the correct use of this
pattern ensures for the system. The role contracts, as well
as the invariant, will be expressed using auxiliary concepts.
As noted earlier, however, the definitions of the concepts
will not be part of the pattern contract, but will instead be
provided in the subcontracts.

Although the definitions of the concepts in the subcon-
tracts may be tailored in whatever way is necessary to meet
the needs of a particular application, it often turns out that
if a pattern contract involves more than one concept, then
these concepts’ definitions in any application must satisfy
certain constraints, else the intent of the pattern will be vio-
lated even if the system meets all other requirements of the
pattern. We will see this in our contract for the Observer

pattern. Thus an important part of the pattern contract
will be the constraints that the various auxiliary concepts
used in the contract must satisfy.
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A pattern contract must specify two additional items.
First, it must specify the instantiation clause. Second, it
must specify the enrollment clause for each role of the pat-
tern. The instantiation clause will specify how a new in-
stance of the pattern will be created. We call any group of
objects interacting according to a given pattern an instance
of the pattern. For example, in a particular system built
using the Observer pattern, at any given point during ex-
ecution, we may have several groups of objects, with each
group consisting of one object playing the Subject role, and
the other objects playing the Observer role and “observing”
the first object. Each such group is an instance of the Ob-

server pattern. The instantiation clause will specify how a
new instance of the pattern is created. Note that the group
of objects in a given instance is not static. In the Observer

pattern, a new object may wish to start observing an ob-
ject that is already being observed by several other objects.
This object may do so by invoking the Attach() method on
the subject. This will be specified, in our contract for the
pattern, as the enrollment clause for this role.

The grammar2 for pattern contracts appears in Fig. 1. A
pattern contract consists of the name of the pattern (〈pid〉),
the auxiliary concepts needed, the constraints that must be

〈patternContract〉 ::= pattern 〈pid〉 contract {
〈auxConcepts〉 〈constraints〉
〈instantiation〉 〈invariant〉
〈roleContracts〉 }

〈auxConcept〉 ::= concept 〈cid〉 ( 〈rids〉 )

〈constraint〉 ::= . . . predicate on auxiliary concepts

〈instantiation〉 ::= instantiation: 〈rid〉.〈mid〉 { 〈cond〉 }
〈invariant〉 ::= . . . assertion involving various roles

and auxiliary concepts

〈roleContract〉 ::= role 〈rid〉 contract {
〈roleStateSpecs〉 〈enrollment〉
〈namedMethodSpecs〉 〈othersSpec〉 }

〈roleStateSpec〉 ::= state { . . . role state . . . }
〈enrollment〉 ::= enrollment: 〈rid1〉.〈mid〉 { 〈cond〉 }
〈namedMethodSpec〉

::= . . . standard method specification with
requires, preserves, ensures clauses

〈othersSpec〉 ::= . . . only preserves, ensures clauses. . .

Fig. 1. Partial Grammar of PCL (part 1)

satisfied by the definitions of the auxiliary concepts, the pat-
tern invariant, the instantiation clause, and the contract for
each role.

Corresponding to each auxiliary concept, we specify its
name (〈cid〉), and the list of role names that the concept
is concerned with. We considered the possibility of allowing
default definitions for some or all the concepts in the pattern
contract, but decided against it because of the risk that
a needed definition might be omitted from a subcontract
by mistake. Another alternative would be to allow default
definitions, but to have MonGen print a warning whenever
a default is used. Next we have the set of constraints that
must be satisfied by the auxiliary concepts (as defined in
any subcontract of this contract).

The instantiation clause specifies the particular method
(〈mid〉) of the particular role (〈rid〉) that must be invoked

2Due to space limitations, we omit many details and present
a simplified version of PCL. A full version is available in [22].

to create a new instance of the pattern. In some cases, a
new instance of the pattern is created as soon as an object
that will play the particular role is constructed, rather than
at a later point when a method is invoked on that object. In
such a case, 〈mid〉 will be specified as the ‘method’ new, rep-
resenting a call to the appropriate constructor. The 〈cond〉
in this clause specifies a condition that must be satisfied at
the time of the instantiation. If, during execution, at the
time of the call to this method (or constructor), the speci-
fied condition is not satisfied, the monitoring code generated
by MonGen will print a warning, and no new instance of the
pattern will be created3. Only one instantiation clause ap-
pears in a pattern contract; multiple clauses could have been
allowed but in the patterns we have studied, this generality
was not needed.

The object involved in the instantiation, i.e., the one play-
ing the role 〈rid〉 in the instantiation clause, will be called
the lead object of this instance. Since, as we noted above, at
any point during execution of a given system built using a
particular pattern, we may have several different instances of
the pattern, we need a suitable way to refer to these different
instances and the lead object will serve this purpose. Thus
in the contract for the Observer pattern in Section 4, the in-
stantiation clause will specify that a new instance is created
when a new object playing the Subject role is constructed.
This object will be the lead object for this instance. In the
aspect that MonGen generates from a pattern contract, in-
formation about all the instances of a pattern that exist at
a given point during execution are maintained in a single
data object. The code in the aspect uses the lead object as
an index into this data object to access information about
the corresponding instance.

Let us now consider the role contract corresponding to the
role 〈rid〉. First, we specify the role state of the role. This
will list the name of each variable of the role and its type in
the standard variable declaration format. For some of these
variables, their type will be one of the role names of this
pattern. Next we have the enrollment clause for this role.
This, as in the case of the instantiation clause, is a call to a
particular method (or constructor). The enrollment clause
must identify the enrolling object and the lead object of the
instance in question since the latter will identify the particu-
lar instance that the object is enrolling in. We have omitted
the syntax for this. Following the enrollment, the specified
condition must be satisfied, else the monitoring code gener-
ated by MonGen will produce a warning at runtime.

Note that the instantiation clause is also an enrollment
clause since, at the time of instantiation, the lead object is
enrolling in the new pattern instance. If additional objects
can enroll in the same role in this pattern instance, they will
do so by performing the action specified in the enrollment
clause for this role. Or, if additional objects are not allowed
to enroll in this role –as is the case with the Subject role of
Observer in which each instance of the pattern has only one
subject enrolled– then the enrollment clause will be missing
from the role contract for this role.

Following the enrollment clause, we have specifications of

3Note that if this condition is not satisfied, that doesn’t
necessarily indicate that there is a bug in the system. It
may be that this method is used for more than one purpose
and in some situations, it is not the intent of the designers to
use this pattern. Nevertheless, it seems prudent to provide
a warning in this situation.
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the “named” methods and the “other” methods. The named
methods are the ones that this role must have in order to
play its part in the pattern. For example, the Observer role
of the Observer pattern must provide an Update() method;
that is one of the named methods of this role. Suppose, in
a specialization of a given pattern P , the class C plays the
role R. The methods of C that correspond to the named
methods of R will be required to satisfy the corresponding
specifications in R’s role contract. But, in general, C will
provide additional methods; these are its other methods. If
these methods are not suitably designed, then the intent of
the pattern may be compromised. For example, the role
state for Subject will specify that this state must include a
variable whose value will be a set of references to the objects
enrolled to observe the subject. Now if a class playing the
Subject role were to include a method that changed or de-
stroyed the information in this variable, the system would
clearly fail, even if all the methods explicitly listed in the
Subject role were implemented correctly. The others spec-
ification imposes conditions to prevent such problems, and
these must be met by all these methods. These specifications
will only involve the ensures and preserves clauses since the
methods’ pre-conditions cannot in any way interfere with
what the named methods of the role do.

The grammar for subcontracts appears in Fig. 2. A sub-
contract lists the name of the specialization, the name of the
pattern it specializes, provides a set of role maps (one corre-
sponding to each role of the pattern), and a set of definitions
for the auxiliary concepts of the pattern. A role map speci-
fies how a particular class (or interface, but we only consider
classes) 〈cid〉 plays the part of a particular role 〈rid〉 of the
pattern. The state map and interface map together tell us

〈subContract〉 ::= subpattern 〈sid〉 specializes 〈pid〉 {
〈roleMaps〉 〈auxConceptDefs〉 }

〈roleMap〉 ::= rolemap 〈cid〉 as 〈rid〉 {
〈stateMap〉 〈interfaceMap〉 }

〈stateMap〉 ::= state: { 〈varMaps〉 }
〈varMap〉 ::= 〈rvid〉 = {. . . code . . . }
〈interfaceMap〉 ::= methods: { 〈methodMaps〉 }
〈methodMap〉 ::= 〈rmid〉(〈rmargs〉): {. . . details omitted}
〈auxConceptDef〉 ::= auxiliary concept

〈auxid〉 (〈cargs〉) {. . . code . . . }
Fig. 2. Partial Grammar of PCL (part 2)

exactly how we can think of objects that are instances of
this class as instances of this role. The state map is a set
of variable maps, one corresponding to each variable listed
in the role contract for this role in the pattern contract. A
variable map lists the name of the particular variable defined
in the role (〈rvid〉), and the code that takes the current state
of the 〈cid〉 object and returns the value of this particular
role variable when the 〈cid〉 object is viewed as an 〈rid〉 ob-
ject. Thus the variables listed in the role contract for 〈rid〉
in the pattern contract do not have to be part of 〈cid〉. In-
stead, given any state of the 〈cid〉 object, the code listed
in the 〈varMap〉 corresponding to any variable of the 〈rid〉
role will give us the value of that variable when we view the
〈cid〉 object in this role. In simple cases, each role variable
will correspond to a variable in the class, and the code will
simply return the value of that variable; but PCL allows for
more complex maps. The method maps in the interface map
similarly define the mappings between the methods of the

class and the role. Again in simple cases, particular meth-
ods of the class will map to each method of the role. We
omit details of method maps.

Following the role maps, we have the auxiliary concept
definitions. For each auxiliary concept 〈auxid〉, and each
possible combination of classes that play the various roles
that appear as its parameters, we must provide a definition.
This is done by providing suitable code that performs ap-
propriate comparisons of the objects of the particular classes
mapped to each role, and returns a true or false value to in-
dicate if the relation represented by the concept is satisfied
or not. An alternative approach would have been to require
the concept definitions to be expressed as mathematical ex-
pressions. But having code here, as well as in the 〈varMap〉s,
makes the job of MonGen simpler.

Before concluding this section, we briefly consider some
important notations and mechanisms that are included in
the formalism in order to enable us to express, in the pat-
tern contracts, certain common requirements. First, we of-
ten need to refer to the object playing the lead role in a
pattern instance. For this purpose, the formalism allows
the use of the keyword “lead” in specifications. Similarly,
the keyword players may be used to refer to the vector of all
the objects enrolled in a given instance, in the order they en-
rolled. players[k], the kth entry in this vector, will consist of
a reference to the particular object and the name of the role
it enrolled in. The aspect that MonGen creates for a given
pattern contract will, when the system being monitored per-
forms the action specified in the instantiation clause of the
pattern contract, create a new data object representing the
players[] for this new instance, and initialize it to contain
information about the lead object. When the action speci-
fied by the enrollment clause of any role is performed, it will
add the enrolling object to the appropriate players[] vari-
able. PCL also allows individual role contracts to include
a disenrollment clause which we do not show in our gram-
mar. When the action specified in this clause is performed
by the monitored system, the aspect code will remove the
corresponding object from the appropriate players[] object.
MonGen also recognizes the keyword lead and produces ap-
propriate code corresponding to it.

Many patterns require specific methods to be invoked in
a specific order under various conditions. Thus in Chain
of Responsibility, when one of the objects in the chain re-
ceives a call that it cannot handle, it must then invoke an
appropriate method on the next object in the chain, which
must in turn act in a similar manner. In PCL, such require-
ments are expressed in terms of method call sequences or
traces. The specification of a method m() of a role R will,
in general, specify the effect of m() on the variables of R,
as well as the sequence of calls that m() makes during its
execution. Each call made by m() will be represented as
an element in τ.m, the trace associated with m(). This ele-
ment will record the name of the method invoked, the iden-
tity of the object on which the method is invoked, and the
other arguments for the invocation. The aspect produced by
MonGen from a given pattern contract includes a trace cor-
responding to each method of each role. As the monitored
system code executes, the aspect intercepts calls made by
various methods to record appropriate information in the
appropriate trace about the particular call. This will allow
the aspect, when a method m() finishes execution, to check
whether the requirements contained in m()’s specification in
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the corresponding role contract, including the requirements
concerning the calls that m() made during execution, are
indeed satisfied – and if not, to print appropriate warnings.
PCL also includes a number of useful auxiliary functions
and predicates on traces, as well as on the players[] variable,
to simplify expression of common requirements. MonGen
contains implementations of these auxiliary functions4.

3. MONITOR GENERATION
Given contracts for particular patterns and subcontracts

corresponding to how they are specialized in a given system
S, MonGen automatically generates aspects and subaspects
in AspectJ [10]. These can be woven together with S by the
AspectJ compiler to produce a system that, when executed,
will produce the same results as S, but will monitor S as it
executes, and print appropriate warning messages when any
portion of any pattern contracts, specialized as specified in
the subcontracts, are violated during execution.

We start with a summary of the main parts of AspectJ
that we use. A join point identifies particular places in the
execution of a program. The only type of join point we use is
method execution. A pointcut groups together a set of join
points that we want to treat in a uniform manner. Pointcuts
enable us to collect context, for example, the object on which
the method in question was applied, parameter values, etc.
Finally, the advice associated with a pointcut specifies the
code that should be executed when control reaches any of
the join points that match the pointcut. We use two kinds
of advice. The before advice, if any, is executed before the
method corresponding to the particular join point is exe-
cuted; the after advice after the method is executed. Like
classes, aspects can also contain their own local state and
methods; and the various advice code that MonGen pro-
duces will manipulate the local state of the aspect.

3.1 Aspects from Pattern Contracts
Given a pattern contract, for each named method of each

role, a pointcut as well as a block of before and after advice
associated with that pointcut are created. The before ad-
vice checks the precondition specified in the contract for the
particular named method; the after advice checks the post-
condition. Since the actual methods of the class(es) playing
the particular role corresponding to the particular named
method will be specified in the subcontract, the pointcut
will, in the aspect corresponding to the pattern contract,
be labeled abstract. The subaspect generated from the sub-
contract will provide the definition for the pointcuts corre-
sponding to each named method. Similarly, the functions
corresponding to the various auxiliary concepts will be la-
beled as abstract in the aspect with their definitions being
provided in the subaspects. The pointcut corresponding to
the other methods can simply be defined as any method
execution not included in the other pointcuts (the ones cor-
responding to the named methods).

The variables in the role states present a challenge. As we
saw in Section 2, these variables may not actually be part of
the classes playing the particular roles. At the same time,
unlike for pointcuts or methods, we cannot label variables as

4We should note that having a single players[] vector to hold
information about all the enrolled objects does raise some
type issues since, in general, these objects will be enrolled
to play different roles. In this paper, we ignore these issues.

〈patternContract〉 ::= pattern 〈pid〉 contract {
〈auxConcepts〉 〈constraints〉 〈instantiation〉
〈invariant〉 〈roleContracts〉 }

MonitorAspect(〈patternContract〉) ←
“abstract aspect ” + Text(〈pid〉) + “ monitor{”
+ ConceptAbsMeths(〈auxConcepts〉)
+ AbsPCs(〈roleContracts〉) + OtherPCs(〈roleContracts〉)
+ Advices(〈roleContracts〉)
+ InvCheckCode(〈invariant〉)
+ . . . additional advice code omitted. . . + “}”

. . . other attributes omitted . . .

Fig. 3. PCL Attribute Grammar (partial)

abstract. To handle this, the aspect that MonGen generates
from the pattern contract includes an abstract method corre-
sponding to each variable in each role state. These methods
will then be defined in the subaspect by the code provided
as part of the corresponding 〈varMap〉s in the subcontract.

The value of MonitorAspect(), the main synthesized at-
tribute of 〈patternContract〉, as defined in Fig. 3, will be
the abstract aspect produced by MonGen corresponding to
the given pattern contract. It is obtained by appending
together (using ‘+’, Java’s append operator) the abstract
methods corresponding to the auxiliary concepts; the ab-
stract pointcuts corresponding to the various named meth-
ods in the various roles; the pointcuts corresponding to the
other methods for each role; the advice code which will, on
the one hand, perform various bookkeeping operations in-
cluding updating appropriate trace variables, and, on the
other hand, check that preconditions (for named methods)
and postconditions (for named as well as other methods)
are satisfied at the appropriate points; and the advice code
for checking that the pattern invariant is satisfied at appro-
priate points. Note that the advice code corresponding to
the 〈instantiation〉 clause does not appear explicitly in the
construction of MonitorAspect(〈patternContract〉). Instead,
information about that clause is passed down (using inher-
ited attributes not shown in Fig. 3) to the role contracts and
used in the construction of the advice code corresponding to
the role that appears in the instantiation clause.

〈roleContract〉 ::= role 〈rid〉 contract {
〈roleStateSpecs〉 〈enrollment〉
〈namedMethodSpecs〉 〈othersSpec〉 }

AbsPCs(〈roleContract〉) ← AbsPCs(〈namedMethSpecs〉)
OtherPC(〈roleContract〉) ← NegNamedPCs(〈namedMethSpecs〉)
Advice(〈roleContract〉) ←

NMethAdvice(〈namedMethSpecs〉) + OthersAdv(〈othersSpec〉)
Fig. 4. PCL Attribute Grammar (contd.)

Fig. 4 shows part of the attribute grammar rules for
〈roleContract〉. The (abstract) pointcuts corresponding to
the named methods are obtained based on their specifica-
tions. Note that the only information required is the names
of the methods, not their pre-/postconditions. The point-
cut corresponding to the other methods is obtained as the
complement (using ‘!’, the negation operation of AspectJ)
of the pointcuts corresponding to the named methods. The
actual advice that checks that the pre- and postconditions in
the case of the named methods and the postcondition in the
case of the other methods are all satisfied at the appropriate
points is obtained by combining the advice corresponding to
the respective specifications.
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3.2 Subaspects from Subcontracts
Let us now turn to how, given the subcontract correspond-

ing to how a pattern P is specialized in a particular system,
MonGen generates the corresponding subaspect. The sub-
aspect will provide definitions for the abstract pointcuts as
well as the abstract methods in the aspect that MonGen
produced from P ’s contract.

〈subContract〉 ::= subpattern 〈sid〉 specializes 〈pid〉 {
〈roleMaps〉 〈auxConceptDefs〉 }

MonitorSubaspect(〈subContract〉) ← “aspect ” + Text(〈sid〉)
+ “ monitor extends ” + Text(〈pid〉) +“ monitor{”
+ ParentClauses(〈roleMaps〉)
+ RSMethods(〈roleMaps〉)
+ ConcPCs(〈roleMaps〉)
+ ConceptDefns(〈auxConceptDefs〉) + “}”

Fig. 5. Grammar Rule for 〈subContract〉
In Fig. 5, the value of the MonitorSubaspect() at-

tribute is the subaspect for the given subcontract. The
ParentClauses() attribute is essentially the code that defines
each of the classes that plays a given role as implementing
the corresponding interface. RSMethods() defines the meth-
ods corresponding to each of the variables in the role states
of the various roles. Recall that in defining the 〈varMaps〉
that are part of the 〈roleMap〉 corresponding to a particu-
lar class C playing a particular role R, we are required to
provide code that, given the current state of an object that
is an instance of C, gives us the value of the particular role
variable when the C-object is viewed as an R-object. The
attribute evaluation rules for RSMethods() use this code di-
rectly. The ConceptDefns() similarly uses the code in the
〈auxConceptDefs〉 that provide the definitions of the auxil-
iary concepts for this particular specialization of the pat-
tern. The value of ConcPCs() is the set of definitions for
the pointcuts corresponding to the named methods of the
role; this is obtained in a straightforward manner from the
〈methodMaps〉 in the subcontract.

Some additional points are worth noting. First, Mon-
Gen includes, in the aspect for a given pattern contract, an
empty interface R corresponding to each role R of the pat-
tern. The classes that, according to the subcontract, play
the role R will, in the corresponding subaspect, be specified
to implement the interface. Second, we have not consid-
ered how exactly the code for checking various assertions,
in particular, the invariant, the pre- and postconditions for
the named methods and the postcondtions for the other
methods, is generated. Recall that these assertions are ex-
pressed in terms of the role variables. Essentially, the advice
code that checks these assertions at the appropriate points,
invokes the abstract methods corresponding to these role
variables. The methods themselves, as we saw, are defined
based on the code in the 〈roleMaps〉 in the subcontracts.
The advice code corresponding to these assertions uses the
values returned by these methods to check that the asser-
tions are (or are not) satisfied at various points, and prints
warning messages as appropriate. Second, we have not con-
sidered how the 〈enrollment〉 clause is handled. The aspect
corresponding to this not only has to check, when the cor-
responding method finishes, that the specified condition is
satisfied, but also take care of additional bookkeeping by
updating players[] to add the newly enrolled object.

One other point should be noted. The constraints that
must be satisfied by auxiliary concept definitions provided

in the subcontract pose a problem. They typically involve
universal quantifiers. Thus the constraint in the contract for
the Observer pattern in Section 4 is universally quantified
over two subject states and an observer state. But there
is no way for the aspect and subaspects that MonGen gen-
erates to check whether such a constraint is satisfied. One
possibility would be to check that the constraint is satisfied
for the states that actually arise during execution; we are
exploring this in our current work.

3.3 Pattern Instances and Method Traces
Since several instances of a pattern P may simultaneously

exist at runtime during the execution of a system S, Mon-
Gen stores information about all of them. The aspect gen-
erated from P ’s contract contains a Set of PatternInstance

objects, each labeled with the lead object of that instance.
The advice corresponding to the instantiation clause adds a
new element to this set, corresponding to the newly created
instance. Each PatternInstance object contains references
to all the objects playing roles in that instance. A related
point is that a given object may participate in multiple in-
stances of the same pattern. For example, in the case of
the Hospital system presented in Section 4, a given nurse

object may be observer for several patient objects. To deal
with this, the after advice code generated by MonGen corre-
sponding to method calls on objects that play the observer

role searches through all pattern instances to locate the ones
in which the given object (on which the particular method
was applied) is enrolled; and checks that the corresponding
assertions are satisfied.

MonGen also has to save the trace for each method as
it is executed, since both named as well as other method
specifications may refer to them. The before advice for each
method m() of each role creates and initializes an empty
trace; this is used to record calls that m() makes. When
m() finishes execution, its after advice uses this trace to
check that the conditions listed in m()’s postcondition are
satisfied. Consider a call that a method n() makes to the
method m(). The before advice for m() not only creates and
initializes the new trace for m(), it also updates the trace
of n() to record n()’s call to m(). Similarly, the after advice
for m() also records suitable information on the trace of n()
about the results returned by m(). There are a number of
additional details concerning MonGen that we omit for lack
of space. MonGen was developed using the ANTLR parser
generator [14], and is available at [22].

4. CASE STUDY
We develop (part of) the contract for the Observer pat-

tern. Then we present some details of a simple system built
using the pattern, and develop (part of) the corresponding
subcontract. Along the way, we present some fragments of
the code generated by MonGen.

The contract for the Observer pattern uses two auxil-
iary concepts: Consistent, which represents the notion of
whether a given subject state is consistent with a given ob-

server state; and Modified, which represents what it means
for a given subject state to be sufficiently different from an-
other state of the subject (to require notification of the ob-

servers). The constraint may be understood as follows: Sup-
pose the current state of the subject is s1, the current state
of an observer is o1, and s1 is, according to the definition of
Consistent() (to be provided in the subcontract), consistent
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pattern Observer contract {
concept Consistent(Subject, Observer);

concept Modified(Subject, Subject);

constraint:
∀s1, s2, o1 :

[ [¬Modified(s1, s2) ∧ Consistent(s1, o1)]
⇒ [Consistent(s2, o1)] ]

instantiation: new Subject() {
(newOb. observers = Φ) }

invariant:
Subject(players[0])∧ Observer(players[1 :])∧
(∀ob : (ob ∈ players[1:].objs)) ::

Consistent(players.objv[0], ob))

Fig. 6. Observer Contract (part 1)

with o1. Suppose the subject state changes to s2 and that
s2 is, according to the definition of Modified(), not modified
from s1. The constraint requires that in this case, s2 must
be consistent with o1. Otherwise, we will have a problem
since the subject will not invoke Update() on its observers
(since its state has not ‘modified’), but the state of the ob-

server in question will no longer be ‘consistent’ with that of
the subject. The problem arises not because of the failure
of the subject or the observers to interact in the manner
intended by the pattern, but rather having mutually incom-
patible notions of, on the one hand, consistency between the
state of a subject and an observer, and, on the other hand,
what it means for the state of the subject to be materially
modified. The constraint prevents such imcompatibilities.
But, as noted in Section 3, MonGen cannot check, for given
subcontracts, whether this constraint is violated.

The instantiation clause specifies that a new instance of
observer is created when an instance of the (class playing
the) Subject role is constructed. Following this construction,
the value of the observers field of the subject is required to
be be empty. This represents the fact that at this point, no
observers have enrolled to observe the subject.

The invariant states that the first object to enroll will
play the Subject role (as already stated by the instantiation
clause), and that all other enrolling objects will play the
Observer role. Note that in the second clause, players[1:]
denotes all the elements of players[] starting from its second
element (the one indexed 1). The essence of the Observer

pattern is that the states of the observers will be Consistent
with the state of the subject whenever none of the objects
are being acted upon by any of the methods of their classes.
This is captured by the last clause of the invariant.

The Subject role contract states that this role’s state con-
sists of a single variable, observers, whose value will be
the set of references to all the objects currently observing
subject. The specification of Attach() states that it may
be called only if ob is not already enrolled in the pattern
instance. In the ensures clauses, we use the “#” notation
to denote the value that the variable had when the method
started execution. We also use “|τ |” to denote the length
of the particular trace, i.e., the number of calls recorded in
it. Finally, we use a “dot” notation to extract particular
elements from a given trace, for example the elements in-
volving a particular object, or involving calls to a particular
method on a particular object, etc.

The ensures clause of Attach() states that the enrolling
observer is added to observers. The next clause requires
that the state of the subject not be Modified. This may seem
strange since we just stated that the observers field must be

role Subject contract {
state { Set observers; }
void Attach(Observer ob):

requires: (ob 6∈ observers)
ensures: [( observers = # observers ∪ {ob})

∧¬Modified(#this, this)
∧(|τ | = 1) ∧ (|τ.ob.Update| = 1)]

void Notify( ):
preserves: observers

ensures: [¬Modified(#this, this)
∧(|τ | = | observers|)
∧∀ob ∈ observers : (|τ.ob.Update| = 1)]

others:
preserves: observers

ensures: [¬Modified(#this, this) ∧ (|τ | = 0)]
∨[(|τ | = 1) ∧ (|τ.this.Notify| = 1)]

Fig. 7. Subject role contract (partial)

modified! The point is that this change has to do with how
the subject keeps track of which objects are observing it,
and is not the kind of change the observers would be inter-
ested in. Hence, this kind of change should be transparent,
so to speak, as far as the Modified() concept is concerned.
Indeed, definitions of auxiliary concepts commonly ignore
the ‘pattern-portion’ of the states of participating objects.

The condition captured by the last two clauses of this
ensures is often overlooked in informal descriptions of the
pattern. The Attach() method adds a new observer. There-
fore, we must invoke its Update() method, else it may not
be consistent with the subject. The first of these clauses
states that the length of the method call trace τ is 1, i.e.,
there is one method call recorded on it. The second clause
states that this call is to the method Update(), the method
being invoked on the attaching object.

The specification of Notify() requires that observers not
be changed, that Notify() not modify the state of the sub-

ject, and that Update() be invoked on each attached ob-

server. The others specification requires that other methods
(of the class playing this role) must preserve the observers

set. Further, they must either not modify the subject state,
or must invoke the Notify() method, which, as we just saw,
will in turn invoke Update() on each attached observer.

role Observer contract {
state { Subject subject; }
void Update():

preserves: subject

ensures: (|τ | = 0) ∧ Consistent( subject, this)

others:
preserves: subject

ensures: Consistent( subject,#this)
⇒ Consistent( subject, this)

Fig. 8. Observer role contract (partial)

The Observer role contract lists subject as the only role
state variable. The specification of Update() requires it to
preserve subject (so the reference to the subject being ob-
served is not lost), not invoke any methods, and make the
state of the observer consistent with that of the subject. The
others specification requires subject to remain unchanged
(again so that the reference to the subject being observed is
not lost). Further, if the state of the observer at the start
of the method was consistent with its subject’s state, then
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the state of the observer at the end of the method must
be consistent with the subject state. Interestingly, this al-
lows an others method of this role to modify the state of
the observer – as long as the modification does not affect
the consistency of this state with that of the subject state.
Standard descriptions of the pattern suggest that the state
of an observer should not change except when the Update()

method is invoked, which is unnecessarily restrictive. This
illustrates how the process of developing the pattern con-
tract in our formalism points to dimensions of flexibility
that may be missing in the standard informal descriptions.

after(Observer this): Update PC( this) {
//get #this from caller’s trace record
assert( subject(#this)== subject(this));
//check my trace to see if length = 0;
assert(Consistent( subject(this), this);
//update caller’s trace record;
}

Fig. 9. after advice generated for Update() (partial)

Fig 9 shows the skeleton of the after advice generated
by MonGen for Update(), with some of the code replaced
by comments since the actual code produced by MonGen
involves various internal details. In effect, this code gets
#this, the state the current observer was in at the start of
the method from the trace of the calling method. Next, it
checks that Update()’s preserves clause is satisfied; the next
two lines check the conditions in the ensures clause, and the
last line updates the caller’s trace record. Note the calls
to the method subject(). This will be defined based on
the subcontract, in particular the 〈varMap〉 that specifies
how the member variables of the particular class that plays
the Observer role are mapped to the subject of the role.
Similarly, the call to Consistent() will be to the definition
provided in the subcontract for this concept. We should
stress that in Fig. 9 we have left out many important details
that the actual code produced by MonGen accounts for, in-
cluding, in particular, dealing with multiple instances of the
pattern. Another key detail is checking that the pattern in-
variant is satisfied at the end, provided control is not inside
any of the methods involved in the pattern.

Next we briefly discuss Hospital, a simple system that uses
the Observer pattern. There are three main classes: Patient,
which plays the Subject role, and Nurse and Doctor, which
play the Observer role. The Patient class has a couple of
variables, nurses and doctor, in which references to the
nurses and doctor assigned to the patient are stored. The
Doctor and Nurse class each has a variable in which refer-
ences to the patients that the doctor/nurse are assigned to
are stored. In addition, Doctor stores information about the
current heart rate of each patient that the doctor is assigned
to. Similarly, the Nurse class stores information about the
temperature of each patient that the nurse is assinged to.
The Patient class provides methods that can be used to ob-
tain information such as the temperature and heart rate of
the patient. In addition, the class has a method, change-

Condition(), that changes the state of the patient to a new
(random but legal) state. Next, this method invokes the No-

tify() method of Patient, which in turn calls the Update()

operation provided by the Nurse and Doctor classes on each
nurse and doctor that it has a reference to. These opera-
tions use the information-returning methods of Patient to
update their information about this patient.

The 〈varMap〉s required in the various role maps in the
subcontract for Observer as specialized in Hospital are easily
defined. For example, for Patient as Subject, the observers

map simply returns the union of nurses and doctor. More
interesting are the definitions of the auxiliary concepts. Two
definitions are needed for Consistent() since two different
classes play the Observer role. Only one definition is needed
for Modified() since both its arguments are Subject role and
only one class plays that role. We provided straightforward
definitions for these concepts –for example, Modified(s1, s2)
is true if either the temperature or the heart rate in s1 is
different from that in s2. Given all of this information in
the subcontract, MonGen produced the corresponding sub-
aspect defining the various items that were abstract in the
aspect generated from the pattern contract. When the re-
sulting aspect and subaspect were woven with the code for
the Hospital system and executed, the system ran as ex-
pected. Next we injected some faults into the implementa-
tion (such as Patient.Notify() not invoking Update() on one
of the nurses observing it) and the system discovered them.

5. ADDITIONAL EVALUATION STUDIES
Evaluating the applicability and utility of our approach

is an important focus of ongoing work. We have already
applied the ideas presented here to several different patterns,
and have begun using the resulting contracts, subcontracts,
and monitors in our own work5. Here, we briefly summarize
our experiences with two additional patterns, and consider
scenarios in which the corresponding artifacts might be used.

We first consider Memento [6]. The intent of this pattern
is to allow an originator to externalize its state in the form
of a memento, so that it might later be used to restore the
originator’s state. One of the interesting concepts used in
our contract for this pattern is SameCopy, a relation over
two states of a memento. The relation captures whether
these states record the same essential information about the
originator. This concept is used in specifying the others

requirements in the Memento role contract. As a result, our
specification allows changes to a memento, so long as those
changes preserve the essential information it records. Again,
this is a case where our approach identifies dimensions of
flexibility beyond what is allowed by the informal description
— which suggests that mementos may never be changed.

Consider using this contract in a visualization project.
To allow users to move backward in an animation, each vi-
sualization object would use the pattern to externalize its
position in each frame. During the animation, a user might
choose to include additional objects. When this occurs, ex-
isting memento objects would be modified by an object lay-
out algorithm. The intent would be to allow users to rewind
with the new object included, while keeping the original
objects as close to their original positions (before the new
object was included) as possible. After developing the sub-
contract for this system, we would use MonGen to generate
the appropriate monitoring code. During system testing,
we might use this code to detect violations of the pattern
invariant — an indication that some memento has lost its
essential information about the originator.

But how could this be if the aspects didn’t detect any
other contract violations? In a similar scenario in one of
our own projects, further analysis revelaed that the invari-

5Some of these artifacts are available for download [22].
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ant was violated because our definition of SameCopy vio-
lated a constraint that requires definitions to be transitive.
In the current example, several new objects may have been
added during a single animation. While no single change
caused a significant modification of any memento’s state,
the series of changes did. The transitivity constraint on
SameCopy guards against such changes that erode the in-
formation stored within a memento. This scenario reaffirms
the importance of concept constraints, and shows that there
is merit in monitoring violations of the pattern invariant,
even though the invariant is guaranteed when the contract
requirements are met.

The second case study focuses on Chain of Responsibil-
ity [6]. The intent of this pattern is to give multiple handler

objects a chance to service the same request. The handlers
are arranged in a chain, and each handler is passed the re-

quest in turn. In the contract for this pattern, we introduce
a state variable in the Request role contract that allows us
to record the handlers that have already received a request.
We use these variables to impose a requirement that a re-

quest never pass through the same handler twice. In effect,
we are able to recast the structural requirement of acyclicity
as a behavioral requirement.

Note that this contract makes use of two constructs that
were not discussed in Section 2 due to space limitations.
First, it uses auxiliary role variables. These variables are
similar to the types of role variables that we have consid-
ered, but represent specification state, rather than imple-
mentation requirements. As a consequence, these variables
are provided by the contract itself, and are not mapped to
player state in a subcontract. Second, it uses specification
actions that update the values of auxiliary role variables.
These actions are included as part of the appropriate en-

sures clauses in the role contracts.
We used PCL contract for this pattern in an extended

version of the case study presented in Section 4. The pattern
was used to arrange the nurse objects in a chain, and to
handle requests concerning the patients that they observe.
Again, we used MonGen to generate the monitoring code
for this system based on the corresponding subcontract. We
were able to use this code to detect cycles in the handler

chain. While the defects were introduced artificially, the
case study is interesting as it illustrates the utility of our
monitoring approach in detecting structural errors.

6. RELATED WORK
Reenskaug’s OO modelling work [15] has had a significant

influence on the design of our specification language. He de-
scribes a role as a projection of a class that focuses attention
only on those aspects relevant to a particular area of con-
cern. In our work, we use the notion of a role to model each
type of object that participates in a pattern. As a result,
our specifications focus only on those aspects of the object
that are relevant to the pattern in question. Although the
work presented in [15] considers the use of roles in mod-
elling design patterns, it does not consider precise pattern
characterizations or runtime monitoring.

Several other authors have considered pattern formaliza-
tion. Eden et al. [4, 5] propose a higher-order logic formalism
and graphical notation for expressing patterns as formulae.
Each formula consists of a declaration of the participating
classes, methods, and inheritance hierarchies, as well as a
conjunctive statement of the relations among them. While

rich structural properties may be expressed, there is only
limited support for behavioral properties. The formalism
does not, for example, provide constructs for referring to
pre- and post-conditional values, nor does it provide a con-
cept analogous to our method call sequences.

By contrast, Mikkonen’s modelling approach [13] focuses
exclusively on behavioral properties. In his approach, data
classes model pattern participants, and guarded actions in
an action system model their interactions. Relations are de-
fined over the participants — similar to our use of auxiliary
concepts — and the system actions associate and disasso-
ciate participants based on these relations. One limitation
of the approach is that the separation of actions and data
is structurally inconsistent with the OO paradigm. Con-
sequently, most structural properties cannot be expressed.
Further, the resulting specifications cannot be specialized to
the needs of particular systems.

Helm et al. [9] propose a contract formalism for specifying
object compositions. While there is some similarity between
our approaches, there are also important differences. For
example, although the formalism provides a construct anal-
ogous to our auxiliary concepts, it does not provide a way to
impose conditions on the definitions that might be supplied.
Further, although the formalism provides support for spec-
ifying the relative order in which method invocations must
occur, the notion of a call sequence does not appear as a
first class construct. It is impossible, for example, to quan-
tify over a method call sequence to require that a particular
method be invoked exactly once, or alternatively, that a par-
ticular method not be invoked at all. Finally, the formalism
does not provide a construct analogous to our others clause.
Hence, methods that are not explicitly required by a pattern
could violate its intent.

Several authors have considered the question of how to in-
corporate runtime assertion monitoring in OO systems. The
various approaches reported in [12, 18, 2], for example, de-
scribe language extensions and compiler tools for annotating
programs with assertions, and generating the corresponding
monitoring code. Other researchers have considered aspect-
based approaches. In [11], for example, Lippert and Lopes
report on their use of AspectJ in refactoring pre- and post-
conditional assertion checking code. In [7], Gibbs and Mal-
loy describe an approach to using aspects to monitor class
invariants involving temporal properties in C++ code. To
our knowledge, however, we are the first to investigate con-
tract monitors for design patterns, as well as the automated
generation of such monitors.

In [8], Hannemann and Kiczales describe an approach to
implementing design patterns using AspectJ. In their ap-
proach, the object interactions required by the pattern are
implemented as aspects, rather than being integrated into
the code of the relevant classes. Interestingly, our monitor-
ing approach also applies to these aspect-based implemen-
tations. Indeed, we were able to weave the monitoring code
produced by MonGen with the aspect-based implementation
of the Observer pattern presented in [8]. When we ran the
resulting system, we discovered a subtle error in the imple-
mentation. The aspect code failed to invoke Update() when
a new observer attached to a subject.

7. DISCUSSION
We have presented two contributions focused on automat-

ing the detection of pattern implementation errors. We first
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described PCL, a pattern specification language designed to
support runtime specification checking. PCL contracts allow
us to capture implementation requirements and behavioral
guarantees associated with a range of patterns. PCL sub-
contracts allow us to capture the ways in which patterns are
specialized for use in particular systems. In this way, we
are able to capture properties common across all applica-
tions of a given pattern, while accommodating the variation
that occurs across those applications. Our second contribu-
tion was the design and implementation of MonGen, a tool
for automating the generation of runtime monitoring code.
Given the pattern contracts and subcontracts used in design-
ing a particular system, MonGen produces a set of aspects
that can be used to monitor the system’s runtime behavior
to determine whether the appropriate pattern requirements
have been satisfied. We demonstrated our specification and
monitoring approach in the context of a simple case study
involving the Observer pattern.

An important aspect of our work is its applicability across
the system lifecycle. The contracts and subcontracts used
in designing a given system are valuable design artifacts
that support program comprehension. Members of a main-
tenance team, for example, can study these artifacts to gain
a more complete understanding of a system’s design. As a
result, these designers are less likely to violate the system’s
design integrity. Even so, given that errors might inadver-
tently be introduced, the subcontracts corresponding to the
modified system can be used (in combination with the pat-
tern contracts) to generate monitoring code appropriate to
the new system. In fact, when the modifications do not af-
fect the ways in which patterns have been specialized, the
aspects produced by MonGen based on the original subcon-
tracts may be used without change. Consider, for example,
modifying the system in our case study to include a new
Patient method that simulates the effects of a particular
medication by reducing the patient’s heart rate whenever it
is invoked. By examining the role maps in the PND sub-
contract, the designer can quickly see that instances of the
Patient class serve as subjects in instances of the Observer
pattern. The designer must then determine the require-
ments that must be satisfied by a subject object’s non-role
methods. By examining the others clause in the Subject

role specification, the designer can quickly see that since
the new method modifies the state of subject — according
to the definition of Modified supplied in the subcontract —
it must also invoke the subject’s Notify() method. If, how-
ever, this call is omitted by mistake, the aspects discussed in
Section 4 can be reused without change to detect the error.
This is because the modification does not affect the manner
in which the Observer pattern was specialized.

Our work has focused on traditional design patterns for
sequential object systems. The approach seems applicable,
however, to a wider range of patterns. Patterns for dis-
tributed and networked systems are especially interesting.
Consider, for example, the Active Object pattern presented
in [19]. The intent of the pattern is to improve concurrency
while simplifying synchronization by transforming system
objects into threaded servers (or actors [1]). The key prop-
erties that must be specified involve the order in which mes-
sages must be exchanged between the threaded objects. The
call sequence constructs provided by PCL are well-suited
to expressing such conditions. Additionally, since the state
conditions that trigger message transmission between the

objects vary from application to application, these condi-
tions are suitably captured using the auxiliary concepts sup-
ported by PCL. These concepts may have to be generalized
to accommodate buffered invocations that have not yet been
handled. Further, the assertions expressed using these con-
cepts may involve temporal operators. Supporting these ex-
tensions in PCL, and incorporating them into our monitor
generation strategy, is part of our future work.
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