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Filter & Aggregate





Filter

Elements are eliminated
What drives filters?
Any possible function that partitions a 
dataset into two sets

Bigger/smaller than x
Fold-change
Noisy/insignificant



Dynamic Queries / Filters

coupling between encoding and interaction so that user can
immediately see the results of an action

Queries: start with 0, add in elements
Filters: start with all, remove elements
Approach depends on dataset size



Ahlberg 1994

ITEM FILTERING



NONSPATIAL FILTERING



Scented Widgets

information scent: user’s (imperfect) perception of data
GOAL: lower the cost of information foraging  
through better cues

Willett 2007



Interactive Legends

Controls combining the visual representation of static 
legends with interaction mechanisms of widgets
Define and control visual display together

Riche 2010



Filtering Attributes

The DOSFA idiom shown on star glyphs with a medical records dataset of 215 dimensions and 298 points. (a) The full 
dataset is so dense that patterns cannot be seen. (b) After ordering on similarity and filtering on both similarity and importance, 
the star glyphs show structure.



Aggregation



Aggregate

a group of elements is represented by a (typically smaller) 
number of derived elements



Perils



Item Aggregation
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Histogram

Good #bins hard to predict

make interactive!

rule of thumb: #bins = sqrt(n) 10 Bins

20 Bins

age

age

# passengers

# passengers



Density Plots

http://web.stanford.edu/~mwaskom/software/seaborn/tutorial/plotting_distributions.html



Box Plots

aka Box-and-Whisker Plot

Show outliers as points!

Not so great for non-normal 
distributed data

Especially bad for bi- or multi-
modal distributions

Wikipedia



Notched Box Plots

Notch shows  
m +/- 1.5i x IQR/sqrt(n)

A guide to statistical significance.

Kryzwinski & Altman, PoS, Nature Methods, 2014



Box(and Whisker) Plots

http://xkcd.com/539/



Comparison

Streit & Gehlenborg, PoV, Nature Methods, 2014



Violin Plot

= Box Plot + Probability Density Function 

http://web.stanford.edu/~mwaskom/software/seaborn/tutorial/plotting_distributions.html



Showing Expected Values & 
Uncertainty
NOT a distribution!

Error Bars Considered Harmful:
Exploring Alternate Encodings for Mean and Error
Michael Correll, and Michael Gleicher



The Actual Heat Maps

binning of scatterplots

instead of drawing every point, calculate grid and intensities

2D Density Plots





Spatial Aggregation

modifiable areal unit problem 
in cartography, changing the boundaries of the regions used to analyze data  
can yield dramatically different results



Voronoi Diagrams

Given a set of locations, for which 
area is a location n closest?

D3 Voronoi Layout: 
https://github.com/mbostock/d3/wiki/
Voronoi-Geom



Constructing a Voronoi Diagram

Calculate a Delauney 
triangulation

Voronoi edges are perpendicular 
to triangle edges. 

http://paulbourke.net/papers/triangulate/



Delauney Triangulation

Start with all-encompassing fake 
triangle

For existing triangles: check if 
circumcircle contains new point

Outer edges of triangles form 
polygon, delete all inner edges
Create triangle connecting all 
outer edges to new point.



Voronoi Examples
Sidenote: Voronoi for Interaction



GeoWigs

Geowigs are geographically weighted interactive graphics. (a) A choropleth map showing attribute x1. (b) The set 
of gw-boxplots for all six attributes at two scales. (c) Weighting maps showing the scales: local and larger. (d) A 
gw-mean map at the larger scale.



Attribute aggregation

1) group attributes and compute  
a similarity score across the set
2) dimensionality reduction,  
to preserve meaningful structure



Attribute aggregation

1) group attributes and compute  
a similarity score across the set
2) dimensionality reduction,  
to preserve meaningful structure



Attribute aggregation

1) group attributes and compute  
a similarity score across the set
2) dimensionality reduction,  
to preserve meaningful structure



Clustering
Classification of items into 
“similar” bins
Based on similarity measures

Euclidean distance, Pearson correlation, ...

Partitional Algorithms
divide data into set of bins

# bins either manually set (e.g., k-means) 
or automatically determined (e.g., affinity 
propagation)

Hierarchical Algorithms
Produce “similarity tree” – 
dendrogram

Bi-Clustering
Clusters dimensions & records 

Fuzzy clustering
allows occurrence of elements 
in multiples clusters



Clustering Applications

Clusters can be used to
order (pixel based techniques)
brush (geometric techniques)
aggregate

Aggregation
cluster more homogeneous than whole dataset
statistical measures, distributions, etc. more meaningful



Clustering Analysis

Group genes that show a similar temporal 
expression pattern.

Group samples/genes that show a similar expression 
pattern.



Cluster Analysis?
Finding groups of objects such that the objects in a group will be 
similar (or related) to one another and different from (or unrelated 
to) the objects in other groups

Inter-cluster 
distances are 
maximized

Intra-cluster 
distances are 

minimized



How many clusters?

Four Clusters Two Clusters 

Six Clusters 

Clusters ?



Types of Clusterings
• A clustering is a set of clusters

• Hierarchical and Partitional sets of clusters 

• Partitional Clustering

• A division data objects into non-overlapping subsets (clusters) 
such that each data object is in exactly one subset

• Hierarchical clustering

• A set of nested clusters organized as a hierarchical tree 



Clustering Algorithms

• K-means and its variants

• Hierarchical clustering



K-means Clustering

• Partitional clustering approach 

• Each cluster is associated with a centroid (center point) 

• Each point is assigned to the cluster with the closest centroid

• Number of clusters, K, must be specified

• The basic algorithm is very simple



K-means – Details

• Initial centroids are often chosen randomly.

• Clusters produced vary from one run to another.

• The centroid is (typically) the mean of the points in the cluster.

• ‘Closeness’ is measured by Euclidean distance (or other norms)

• K-means will converge for common similarity measures mentioned 
above.

• Most of the convergence happens in the first few iterations.

• Often the stopping condition is changed to ‘Until relatively few points change clusters’

• Complexity is O( n * K * I * d )

• n = number of points, K = number of clusters,  
I = number of iterations, d = number of attributes



Choosing Initial Centroids



Limitations - Differing Sizes

Original Points K-means (3 Clusters)



Limitations: Differing Density

Original Points K-means (3 Clusters)



Limitations: Non-globular Shapes

Original Points K-means (2 Clusters)



Hierarchical Clustering 
• Produces a set of nested clusters organized as a 

hierarchical tree

• Can be visualized as a dendrogram

• A tree like diagram that records the sequences of merges 
or splits



Strengths

• Do not have to assume any particular number of clusters

• Any number of clusters obtained by ‘cutting’ the 
dendogram at proper level

• They may correspond to meaningful taxonomies

• Example in biological sciences (e.g., animal kingdom, 
phylogeny reconstruction, …)



Agglomerative Clustering
• More popular hierarchical clustering technique

• Basic algorithm is straightforward

• Compute the proximity matrix

• Let each data point be a cluster

• Repeat 

• Merge the two closest clusters

• Update the proximity matrix

• Until only a single cluster remains

• Key operation is the computation of the proximity of two 
clusters

• Different approaches to defining the distance between clusters distinguish 
the different algorithms



In The Begining ...

Start with clusters of individual 
points and a proximity matrix p1

p3

p5

p4

p2

p1 p2 p3 p4 p5 . . .

. 

. 

. Proximity Matrix



Intermediate Step 

After some merging steps, we 
have some clusters 

C1

C4

C2 C5

C3

C2C1

C1

C3

C5

C4

C2

C3 C4 C5

Proximity Matrix



Intermediate Step

We want to merge the two 
closest clusters (C2 and C5)  
and update the proximity 
matrix. 

C1

C4

C2 C5

C3

C2C1

C1

C3

C5

C4

C2

C3 C4 C5

Proximity Matrix



After Merging
The question is “How do we 
update the proximity 
matrix?” 

C1

C4

C2 U C5

C3

?        ?        ?        ?        

?

?

?

C2 U 
C5

C1

C1

C3

C4

C2 U C5

C3 C4

Proximity Matrix



Inter-Cluster Similarity

p1

p3

p5

p4

p2

p1 p2 p3 p4 p5 . . .

. 

. 

.

Similarity?

• MIN 
• MAX 
• Group Average 
• Distance Between Centroids Proximity Matrix



Inter-Cluster Similarity
p1

p3

p5

p4

p2

p1 p2 p3 p4 p5 . . .

. 

. 

.
Proximity Matrix

• MIN 
• MAX 
• Group Average 
• Distance Between Centroids



Inter-Cluster Similarity

p1

p3

p5

p4

p2

p1 p2 p3 p4 p5 . . .

. 

. 

.
Proximity Matrix

• MIN 
• MAX 
• Group Average 
• Distance Between Centroids



p1

p3

p5

p4

p2

p1 p2 p3 p4 p5 . . .

. 

. 

.
Proximity Matrix

• MIN 
• MAX 
• Group Average 
• Distance Between Centroids

Inter-Cluster Similarity



Inter-Cluster Similarity

p1

p3

p5

p4

p2

p1 p2 p3 p4 p5 . . .

. 

. 

.
Proximity Matrix

• MIN 
• MAX 
• Group Average 
• Distance Between Centroids

× ×



Hierarchical: MIN

Nested Clusters Dendrogram
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Hierarchical MAX

Nested Clusters Dendrogram
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Hierarchical Group Average

Nested Clusters Dendrogram
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Complexity: Time & Space

• O(N2) space since it uses the proximity matrix.  

• N is the number of points.

• O(N3) time in many cases

• There are N steps and at each step the size, N2, 
proximity matrix must be updated and searched

• Complexity can be reduced to O(N2 log(N) ) time for 
some approaches



Cluster Comparison



Aggregation



Attribute aggregation

1) group attributes and compute  
a similarity score across the set
2) dimensionality reduction,  
to preserve meaningful structure



Dimensionality Reduction

Reduce high dimensional to lower 
dimensional space

Preserve as much of variation as 
possible

Plot lower dimensional space

Principal Component Analysis 
(PCA)

linear mapping, by order of variance



PCA



High-D Mapping

• Mapping multidimensional space into space of fewer 
dimensions

• typically 2D for clarity

• 1D/3D possible?

• keep/explain as much variance as possible

• show underlying dataset structure

• Linear vs. non-linear approaches



Dimensionality Reduction

• Linear (subspace) methods:

• Principal Component Analysis (PCA) – Hotelling[33]

•  Independent component analysis (ICA), 

• Linear discriminant analysis (LDA)

• Multidimensional Scaling (MDS) – Young[38]

• Nonnegative Matrix Factorization (NMF) – Lee[99]

•  Nonlinear dimensionality reduction methods

• Locally Linear Embeddings – Roweis[00]

• IsoMap - Tenenbaum[00]

• Charting – Brand[03]



Principal Component Analysis
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abstract

•Technique useful for compression and classification of data

• Find new descriptors smaller than original variables

•Retain most of  sample's information - correlation between original 
variables

•New descriptors  are principal components (PCs)

•Uncorrelated, and ordered by fraction of total information retained in 
each PC

PCA ?
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Preamble

A sample of n observations in the 2-D space 

Goal:  Account for variation in a sample with as few variables as possible
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Principal Components (PCs)

• Series of linear least squares fits to a sample

• Each orthogonal to all the previous

• First PC y1 is minimum distance fit to a line in space

• Second PC y2 is minimum distance fit to line in plane 

• Perpendicular to first PC 

y2 y1
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PCA: General Methodology
k original variables: x1,x2,...,xk:

Produce k new variables: y1,y2,...,yk:

y1 = a11x1 + a12x2 + ... + a1kxk

y2 = a21x1 + a22x2 + ... + a2kxk

...

yk = ak1x1 + ak2x2 + ... + akkxk

• yk's: Principal Components 
• yk's are uncorrelated
• y1 explains as much as possible of original variance in data set
• y2 explains as much as possible of remaining variance
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PCA

1st Principal 
Component, y1

2nd Principal 
Component, y2

Adapted from http://myweb.dal.ca/~hwhitehe/BIOL4062/pca.ppt
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PCA

• Uses:

• Correlation matrix, or

• Covariance matrix when variables in same units 

Adapted from http://myweb.dal.ca/~hwhitehe/BIOL4062/pca.ppt
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PCA
{a11,a12,...,a1k} is 1st Eigenvector of  correlation/covariance matrix, 

and coefficients of first principal component

{a21,a22,...,a2k} is 2nd Eigenvector of correlation/covariance matrix, 
and coefficients of 2nd principal component

…

{ak1,ak2,...,akk} is kth Eigenvector of correlation/covariance matrix, 
andcoefficients of kth principal component

Adapted from http://myweb.dal.ca/~hwhitehe/BIOL4062/pca.ppt
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Variance

• Random variable fluctuating about mean 
value 
 

• Average of the square of fluctuations.

Adapted from hebb.mit.edu/courses/9.641/lectures/pca.ppt
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Covariance

• Pair of random  variables, 
fluctuating about mean values 
 
 

• Average of product fluctuations

Adapted from hebb.mit.edu/courses/9.641/lectures/pca.ppt



Correlation Coefficient

• X = (x1, x2, x3, …, xm)

• Y = (y1, y2, y3, …, ym)

Pearson’s correlation coefficient: measure the linear 
correlation between gaussian random variables.

-1 ≤ S(X,Y) ≤ 1
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Covariance matrix

• N random variables

• NxN symmetric matrix

• Diagonal elements are variances

Adapted from hebb.mit.edu/courses/9.641/lectures/pca.ppt
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Eigen Problem

The eigenvalue problem is any problem having the following form:

A . v = λ . v 

 A: n x n matrix

v: n x 1 non-zero vector

λ: scalar

eigenvalue of A:  Value of λ satisfying equation 

    eigenvector of A: Vector v which  corresponding to λ

[from BIIS_05lecture7.ppt] Adapted from http://www.cs.rit.edu/~rsg/BIIS_05lecture7.ppt
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PCA Scores

xi2

xi1

yi,1 yi,2

Adapted from http://myweb.dal.ca/~hwhitehe/BIOL4062/pca.ppt
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Principal Eigenvalues

λ1
λ2

Adapted from http://myweb.dal.ca/~hwhitehe/BIOL4062/pca.ppt
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PCA:  Terminology
• jth principal component is jth eigenvector of covariance 

matrix

• coefficients, ajk, are elements of eigenvectors and relate original 
variables (standardized if using correlation matrix) to 
components

• amount of variance accounted for by component is given by 
eigenvalue, λj

• proportion of variance accounted for by component is given by  
λj / Σ λj

• loading of kth original variable on jth component is given by  
ajk√λj --correlation between variable and component

Adapted from http://myweb.dal.ca/~hwhitehe/BIOL4062/pca.ppt



PCA Mechanics

Suppose                are N x 1 vectors

1.  Find mean

2.  Subtract the mean

3. Form N x M matrix

4. Compute covariance matrix

5. Compute eigenvalues of 

6. Compute eigenvectors of

�i = xi � x̄

A = [�1�2 · · · �M ]

C : �1 > �2 > · · · �N

x1, x2, · · · , xM

C : u1, u2, · · · , uN

Based on slide from G. Bebis

C =
1
M

M�

n=1

�n�T
n = AAT



PCA Mechanics

Dimensionality reduction step

Keep only terms corresponding to K largest 
eigenvalues

(x� x̄) = b1u1 + b2u2 + · · · + bNuN =
N�

i=1

biui bi = uT
i (x� x̄)

(x̂� x̄) =
K�

i=1

biui where K << N

Based on slide from G. Bebis



Linear Transformation

�

⇧⇧⇤

b1

b2

· · ·
bK

⇥

⌃⌃⌅ =

�

⇧⇧⇤

uT
1

uT
2

· · ·
uT

K

⇥

⌃⌃⌅ (x� x̄) = UT (x� x̄)

• The linear transformation             that 
performs the dimensionality reduction is

• To choose K we can use the following criterion

RN � RK

�K
i=1 �i�N
i=1 �i

> Threshold (e.g., 0.9 or 0.95)

Based on slide from G. Bebis



PCA Error

e = ⇥x� x̂⇥

x̂� x̄ =
K�

i=1

biui

x̂ =
K�

i=1

biui + x̄

• PCA preserves as much information as possible 
by minimizing the reconstruction error

• The average error due to dimensionality 
reduction is equal to:

ē =
1
2

N�

i=K+1

�i

Based on slide from G. Bebis
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How Many  PCs ? 
• If λj < 1  - component explains less variance than original 

variable (correlation matrix)

• Use 2 components (or 3) for visual ease

• Dimensionality - number of PCs

• Scree diagram:

E
ig

en
va

lu
e

0.0

0.4

0.8

1.2

1.6

Component number

2 3 4 5



Eigenvalue Spectrum

λi
K

Based on slide from G. Bebis



Demo
http://www.cs.mcgill.ca/~sqrt/dimr/dimreduction.html



Another Example 

354 Francesco Palumbo, Domenico Vistocco, AlainMorineau

The need to visualize over Cartesian axes these distances appeared when, thanks
to the capabilities of modern computers (and more specifically to the advent of the
personal computer), statisticians began to treat simultaneously many variables and
thousands of statistical units.

Some examples of the problems arising when plotting p-dimensional data will be
illustrated with the help of theOECDCountries dataset.The last sections of the paper
will show possible solutions when dealing with huge datasets.

The human mind can conceive, but not imagine, graphical representations in or-
thogonal spaces having more than three dimensions.

To overcome this limitation the use of dendrograms permits one to visualize the
distances among a set of statistical units belonging to anRp space (∀p " ).

The assumption of a system of coordinates permits one to define the concept of
distance. Many common statistical indexes are rigorously bound to the notion of
distance.

OECD Countries Dataset4.2.2

The data consist of six short-term macroeconomic indicators provided by the Or-
ganisation for Economic Cooperation and Development (OECD). In particular, the
performance indicators are:
GDP: gross domestic product
LI: leading indicator (a composite indicator based on other indicators of economic

activity)
UR: unemployment rate
IR: interest rate
TB: trade balance
NNS: net national savings

The above indicators are observed on OECD countries and are listed in Table ..
After considering many available and well-known datasets, we decided to use the
Vichi and Kiers () dataset. In spite of its small dimensionality, OECD data are
distinguished by features that can be explored using a visual approach. Illustrative
examples from this dataset will allow us to appreciate the capabilities and limits of
multidimensional data analysis. Distortion-free distances displaying any dataset vari-
ables are limited to -D Cartesian space: only in this case do distances on themap cor-
respond to actual distances. Any representations involving more than two variables
imply distance distortion and information loss.

Methods presented in the following sections share the same goal: to visualize the
correspondence within a set of variables and difference within a set of multivariate sta-
tistical units in terms of distance. Firstly, attention is devoted to factorial methods that
permit one to linearly combine a set of variables in a subset of latent variables; sec-
ondly a section is dedicated to hierarchical clustering methods and to other cluster-
ing methods allowing for the representation of the difference between (multivariate)
statistical units in terms of distance.



Why does linear  
modeling fail?



Why does linear  
modeling fail?

PCA



In Essence



© Munzner/Möller

Nonlinear DimRed
• No inherent meaning to given dimensions

• Minimize differences between inter-point distances in high and 
low dimensions

• Examples:  isomap, local linear embedding (LLE)

99



Isomap
• 4096 D to 2D [Tenenbaum 00]

• 2D: wrist rotation, fingers 
extension
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Singular Value Decomposition
Extra Reading
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SVD
• A = USVT

• A (m by n) is any rectangular matrix  
(m rows and n columns)

• U (m by n) is an “orthogonal” matrix

• S (n by n) is a diagonal matrix

• V (n by n) is another orthogonal matrix

• Such decomposition always exists

• All matrices are real; m ≥ n
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SVD for microarray data 
(Alter et al, PNAS 2000)
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A = USVT

• A is any rectangular matrix (m ≥ n)

• Row space: vector subspace generated by the row 
vectors of A

• Column space: vector subspace generated by the 
column vectors of A

• The dimension of the row & column space is 
the rank of the matrix A: r (≤ n)

• A is a linear transformation that maps vector x in 
row space into vector Ax in column space
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A = USVT

• U is an “orthogonal” matrix (m ≥ n)

• Column vectors of U form an orthonormal basis for 
the column space of A: UTU=I 

• u1, …, un in U are eigenvectors of AAT 

– AAT =USVT VSUT =US2 UT 

• “Left singular vectors”
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A = USVT

• V is an orthogonal matrix (n by n)

• Column vectors of V form an orthonormal basis for 
the row space of A:  VTV=VVT=I 

• v1, …, vn in V are eigenvectors of ATA 

– ATA =VSUT USVT =VS2 VT 

• “Right singular vectors”



107

A = USVT

• S is a diagonal matrix (n by n) of non-negative singular values

• Typically sorted from largest to smallest

• Singular values are the non-negative square root of 
corresponding eigenvalues of ATA and AAT
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AV = US
• Means each Avi = siui 

• Remember A is a linear map from row space to column 
space

• Here, A maps an orthonormal basis {vi} in row space into 
an orthonormal basis {ui} in column space

• Each component of ui is the projection of a row onto the 
vector vi
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SVD of A (m by n): recap

• A = USVT = (big-"orthogonal")(diagonal)(sq-orthogonal)

• u1, …, um in U are eigenvectors of AAT

• v1, …, vn in V are eigenvectors of ATA

• s1, …, sn in S are nonnegative singular values of A

• AV = US means each Avi = siui

• “Every A is diagonalized by 2 orthogonal matrices”
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Eigengenes
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Copyright ©2000 by the National Academy of Sciences

Alter, Orly et al. (2000) Proc. Natl. Acad. Sci. USA 97, 10101-10106

Genes Ranking - Correlation of Top 2 
Eigengenes
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Copyright ©2000 by the National Academy of Sciences

Alter, Orly et al. (2000) Proc. Natl. Acad. Sci. USA 
97, 10101-10106

Normalized 
elutriation 

expression in the 
subspace 

associated with 
the cell cycle 



114

SVD in Row Space

x

y
v1

x

y

This line segment that goes through origin 
approximates the original data set

The projected data set approximates 
the original data set

x

y s1u1v1
T

A
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SVD = PCA?

• Centered data
x

y

x’
y’
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x

y
x’

y’

y’’

x’’

Translation is not a linear operation, as it moves the origin !

PCA

SVD

SVD = PCA?



Multidimensional Scaling
Nonlinear, better suited for some 
DS

Multiple approaches

Works based on projecting a 
similarity matrix

How do you compute similarity?

How do you project the points?

Popular for text analysis
[Doerk 2011]



MDS Example: City Distances 

Distances  
Matrix: 
Symmetric

Spatial Map 

Dimensions  
1: North/South
2: East/West

Cluster 



Example

Figure 13.12. Dimensionality reduction of a large document collection using Glimmer for 
multidimensional scaling. The results are laid out in a single 2D scatterplot, allowing the user to 
verify that the conjectured clustering shown with color coding is partially supported by the 
spatial layout.



The Process of MDS: The Data
Data of MDS: similarities, dissimilarities, distances, or proximities 
reflects amount of dis/similarity or distance between pairs of objects. 
Distinction between similarity and dissimilarity data dependent on 
type of scale used:
 ⇒Dissimilarity scale: Low #=high similarity &          

      High #=high dissimilarity. 
 ⇒Similarity scale: Opposite of dissimilarity. 

E.g. On a scale of 1-9 (1 being the same and 9 completely different) how similar 
are chocolate bars A and B? Dissimilarity scale.



The MDS Model

Classical MDS uses Euclidean principles to model data 
proximities in geometrical space, where distance (dij) between 
points i and j is defined as

Modeled Euclidean distances are related to the observed 
proximities, δij, by some transformation/function (f)

Most MDS models assume that the data have the form:  δij = f(dij)



The MDS Model
MDS attempts to find a spatial configuration X such    

that the following is true: f(δij) ≈ dij(X)

Stress (Kruskal’s) function: Measures degree of correspondence between 
distances among points on the MDS map and the matrix input.  
⇒Proportion of variance of disparities 

    not accounted for by the model:

Range 0-1: Smaller stress = better representation. 
None-zero stress: Some/all distances in the map are distortions of the 
input data. 

Rule of thumb: ≤0.1 is excellent; ≥0.15 not tolerable.



Trust Dimensionality Reduction?

http://www-nlp.stanford.edu/projects/dissertations/browser.html

Topical distances between departments in a 
2D projection

Topical distances between the selected 
Petroleum Engineering and the others.



Probing Projections

http://julianstahnke.com/probing-projections/



MDS for Temporal Data: TimeCurves

http://aviz.fr/~bbach/timecurves/



Idiom

Dimensionality Reduction for Document Collections

What: Data

Text document collection.

What: Derived

Table with 10,000 attributes.

What: Derived

Table with two attributes.

How: Encode

Scatterplot, colored by conjectured clustering.

How: Reduce

Attribute aggregation (dimensionality reduction) with MDS.

Scale

Original attributes: 10,000. Derived attributes: two. Items: 100,000.

A chained sequence of what–why–how analysis instances for the scenario of 
dimensionality reduction of document collection data.

What-Why-How ?


