
This article has been accepted for inclusion in a future issue of this journal. Content is final as presented, with the exception of pagination.

IEEE/ACM TRANSACTIONS ON NETWORKING 1
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Abstract—Vehicular Internet access via open WiFi access
points (APs) has been demonstrated to be a feasible solution to
provide opportunistic data service to moving vehicles. Using an
in situ deployment, however, such a solution does not provide
performance guarantees due to unpredictable intermittent con-
nectivity. On the other hand, a solution that tries to cover every
point in an entire road network with APs (a full coverage) is not
very practical due to prohibitive deployment and operational
costs. In this paper, we introduce a new notion of intermittent
coverage for mobile users, called Alpha Coverage, which provides
worst-case guarantees on the interconnection gap, i.e., the distance
or expected delay between two consecutive mobile-AP contacts
for a vehicle, while using significantly fewer APs than needed for
full coverage. We propose efficient algorithms to verify whether
a given deployment provides Alpha Coverage. The problem of
finding an economic deployment that provides -coverage turns
out to be NP-hard. We hence provide both approximation algo-
rithms that have provable guarantees on the performance as well
as efficient heuristics that perform well in practice. The efficiency
of our algorithms is demonstrated via simulations using data from
real-world road networks.

Index Terms—Roadside WiFi, sparse coverage.

I. INTRODUCTION

T HE GROWING popularity of media-enabled handhelds
such as vPods and iPods, and services such as vCast from

Verizon, indicate that there is an increasing demand for wireless
data services for mobile users. Other applications of such ser-
vices include in-vehicle entertainment, remote monitoring and
tracking of shipments in trucks, and communication within a
mobile workforce. Although technologies such as 3G data ser-
vices and upcoming WiMAX [2] can provide coverage over
large areas, they fail to provide high data rates such as in the case
of wireless LANs (WLANs). In the shipmentmonitoring service
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used by Walmart [3], satellite connectivity from the trailers is
used to update information on the status of the shipped items.
However, the cost of satellite connections and related commu-
nication equipments is expensive.
WLANs have the potential to provide high data rate coverage

to support such applications. However, the prohibitive cost of
deployment and management of a large number of WLAN ac-
cess points (APs) for providing full coverage calls for smarter,
more scalable solutions that can leverage intermittent connec-
tivity provided by WLAN hotspots. Evaluation of wireless data
access by mobile users using in situWiFi networks [4]–[7] and
in various controlled environments [5], [6], [8], [9] have con-
firmed the feasibility ofWiFi-based vehicular Internet access for
noninteractive applications. The possibility and challenges to
support certain interactive applications, such as Web browsing,
have also been studied [6], [10].
Solutions based on intermittent connectivity of WLANs can

provide opportunistic services without any worst-case service
guarantees. In busy urban areas, mobile users can hope to con-
nect with APs more frequently than in the suburban areas, but
the exact frequency may drastically vary from region to region.
Thus, a user lying in a coverage hole is unable to estimate the
time to the next connection. It has been observed in [11] that
adding a small amount of infrastructure, e.g., base stations, mesh
nodes, or relays, can efficiently reduce the expected delay expe-
rienced by mobile users compared to pure mobile–mobile com-
munication. However, while the optimal deployment of relays
has been explored [12], the problem of determining the optimal
locations for placing base stations or mesh nodes to maximize
performance has been raised as an open question in [11]. We
answer this question in this paper.
More specifically, we study the problem of placing APs at

roadside either from scratch or incrementally to provide guar-
antees on the quality of data service that a vehicle can obtain
when moving in a citywide road network. APs are assumed to
have direct Internet access in this paper. However, our solution
extends to the deployment of mesh nodes with connectivity re-
quirement as well [13]. The main challenge is to define a metric
that is representative of real performance, while avoiding uncer-
tainties hard to predict at deployment stage, and is applicable to
a broad class of applications. To this end, we choose the inter-
connection gap as the optimization target in this paper. Specif-
ically, we model a road node network as a graph and each de-
ployed AP as a vertex in the graph, and associate a weight to
each edge, i.e., a road segment, that models the road length or
expected travel time. We define the interconnection gap as the
maximum distance or expected travel time between two consec-
utive mobile-AP contacts for a vehicle moving along a simple
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path in the road graph. A deployment of APs provides -cov-
erage to a road network if the interconnection gap is bounded
by . Our solution works for arbitrary types of edge weights.
For simplicity, we use road length as edge weights throughout
the paper.
We choose the interconnection gap as the metric for optimiza-

tion due to the following considerations. First, the interconnec-
tion gap in terms of expected travel time dominates the expected
delay of mobile data services since the delay in this context is
mainly due to mobility and disconnection instead of congestion,
especially when the data traffic load is low. Second, a bound on
interconnection gap also leads to a guarantee on the long-term
throughput, if the expected mobile-AP contact duration and the
expected data rates of APs can be estimated, which is further
discussed in Section VIII-E.
While a bound on the interconnection gap as defined above is

powerful by considering all the simple paths, it is hard to even
verify whether a given deployment provides -coverage or not
as we show in Section IV-A. We hence propose two approx-
imation algorithms by placing extra constraints on the set of
paths considered, which closely model the moving patterns in
reality. In the first approximation, only simple paths with two
ends at least distance away are considered. That is, we ignore
the paths with two ends close to each other in terms of graph
distance, even if the paths themselves have long length. In the
second approximation, we require only a constant number of
simple paths between any pair of points to be considered, e.g., a
set of shortest paths or most frequently traveled paths between
any two locations. Our algorithms guarantee that if a vehicle
has made significant “progress” along a simple path belonging
to one of the constrained path sets mentioned above, it is guar-
anteed to meet at least one AP.
This paper makes the following contributions.
• We present the first notion of coverage for mobile users
with intermittent connectivity called -coverage. We fur-
ther define two practical coverage metrics as approxima-
tions that can be used in various scenarios.

• For a given , we propose efficient algorithms for cov-
erage verification, and logarithmic factor approximation
algorithms for finding a close to optimal deployment for
both the new and incremental deployment scenarios. For
the “dual” problem of minimizing for a budget on APs,
a binary search technique is applied to achieve a bicriteria
approximation. We further propose two greedy heuristics
for the budgeted coverage problem, which, while having
no guarantees on the performance, work well in practice.

• We evaluate the performance of our solutions using
data from real road networks [14] and compare them to
both uniform and nonuniform AP placement strategies,
including those suggested in [11], and show that our
algorithms perform significantly better.

The framework and solutions presented in this paper are im-
mediately usable by various service provider companies for en-
abling WLAN-based services for mobile users. Using our solu-
tion for planning incremental deployment, service providers can
install fewAPs for large values of to begin with, and over time
add new APs to gradually bring down the value of . Besides
WiFi deployment, our solution can also be used in positioning

sensors in a road network for monitoring and tracking purposes.
The sparse coverage mode provides a scalable infrastructure
and guarantees the worst-case tracking delay. In addition to pro-
viding a low-cost solution for supporting various current appli-
cations mentioned earlier, making worst-case service guarantee
may enable new applications based on intermittent connectivity.
The organization of the rest of the paper is as follows. We

review the related work in Section II. Section III introduces the
system model and problem formulation. Section IV presents the
coverage verification algorithms. The hardness of the minimum
cost -coverage problem is proved in Section V. In Section VI,
we present two approximation algorithms for the minimum
cost problem, which are then used as subroutines to solve the
budgeted version of the problem in Section VII, where we also
discuss some efficient heuristics. Section VIII discusses the
possibility of finding better approximation to the optimization
problem and possible extensions of our work. The proposed
algorithms are evaluated in Section IX using simulations.
Finally, Section X concludes the paper.

II. RELATED WORK

The idea of Drive-thru Internet was first introduced in
the seminal paper [8], which shows that a single moving
vehicle connected via IEEE 802.11b with an AP located at
roadside of an empty street can access several megabytes
of TCP or UDP traffic, even when the velocity is as high
as 180 km/h. Thereafter, evaluations in various controlled
environments [5], [6], [8], [9] and in situWiFi networks [4]–[7]
were conducted, which further confirm the feasibility of
WiFi-based Vehicular Internet Access for noninteractive ap-
plications. The possibility and challenges to support certain
interactive applications, such as Web browsing, have also been
studied [6], [10].
In this paper, we focus on the deployment of a roadside WiFi

network for serving targets moving through a road network,
which can be viewed as a network design problem. In a general
form of a network design problem, we are given a graph and a
utility function defined for subsets of nodes, and the objective
is to select a subset of nodes (possibly from a set of candidate
nodes) of minimum cost while achieving a certain value of
utility, or in its “dual” form, to select a subset of nodes to
maximize their utility subject to a cost constraint. Additional
constraints, e.g., connectivity, may be placed on the feasible
subsets. Besides well-studied problems in optimization litera-
ture, e.g., facility location, -median, and Steiner tree and forest
problems [15], etc., many variants of network design problems
have found applications in proxy placement in Internet and
overlay networks [16]–[19], gateway placement in mobile ad
hoc networks [20] and mesh networks [21], event detection
in sensor networks [22], and influence maximization in social
works [23], among many others.
Caching and replications are two primary ways for reducing

latency and optimizing bandwidth usage in content distribution
networks. The problem of placing Web proxies in a tree net-
work rooted at the origin server is studied in [16], where a cer-
tain number of tree nodes are selected as proxies to minimize
the total cost. The cost for a nonproxy node is the product of
the traffic demand at the node and its graph distance to the
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closest proxy. Hence, this is a -median problem over a tree
graph. An optimal dynamic-programming-based solution is de-
rived in [16]. The problem of placing Web server replicas in
real network topologies is studied in [17], and a greedy heuristic
is shown to achieve close-to-optimal performance and is also
robust to the imperfect client workload information. In [18],
heuristics are designed for placing overlay nodes for improving
reliability and TCP performance in overlay routing. In [20], the
problem of placing a minimum number of backbone nodes in
a MANET such that every regular node is connected to a back-
bone node, and the backbone nodes are connected to each other,
is modeled as a connected disk cover problem, and an efficient
two-stage algorithm with constant factor approximation is pro-
posed. In [22], the problem of placing sensor nodes at pipe junc-
tions in a water distribution network to maximize a penalty re-
duction function is studied, where the penalty of a deployment
is defined as a function of the expected delay for detecting a con-
tamination event. A constant-factor greedy algorithm is derived
by making use of classic results of submodular maximization.
A similar problem has been studied for social networks [23],
where for a given model of influence over a social network
graph, a subset of “seeds” are selected and, say, a free product is
given to each seed, such that their influence is maximized, e.g.,
the total number of customers who are eventually convinced to
buy the product is maximized.While our problem exhibits some
similarities with these previous works, their solutions are not di-
rectly applicable to our problem since the objective function in
our case—that is, the interconnection gap—has a novel struc-
ture not explored before.
Our problem can also be viewed as a coverage problem over

geometric graphs. The general geometric coverage problem is to
cover a given set of geometric targets by positioning a set of geo-
metric objects of certain shapes (typically convex) of minimum
cost, where the accurate definitions of a cover and its cost vary
in different contexts. Coverage problems have been intensively
studied with applications in various fields, including VLSI de-
sign [24] and the deployment of sensor networks [25]–[29] and
cellular networks [30]. In [24], PTAS algorithms are provided
to the problem of covering points by disks or squares and the
dual problem of packing squares with applications in VLSI de-
sign and image processing. In the context of sensor networks,
various coverage models have been studied, including covering
a connected region, a set of discrete points, and a set of crossing
paths in a belt region [27]. Partial coverage of a 2-D region with
statistical [31], [32] or deterministic [29] guarantees have also
been studied. However, these techniques do not apply to our set-
ting, where the coverage hole in terms of interconnection gap
has a very different structure from a 2-D hole.
To the best of our knowledge, the deployment issues with re-

spect to WiFi-based Vehicular Internet Access have not been
carefully studied so far, and an unplanned deployment is com-
monly assumed in most previous works. A simple heuristic that
places more stationary nodes in the network core was consid-
ered in a recent work [11], which, however, did not provide any
performance guarantees. Optimal strategies for placing DTN
throwboxes working as relays between mobile nodes are con-
sidered in [12], where the focus is on improving the long-term
total throughput over all pairs of mobile nodes. Furthermore, the

Fig. 1. (a) Graph representing a small road network. Every edge except
has unit length, and has length 2. (b) Path of length 4 is

highlighted, where is themidpoint of and is themidpoint of .
. An optimal deployment that provides 2-coverage is achieved

by placing APs at vertices , , , and point , the midpoint of .

moving patterns of mobile nodes are not modeled, and there is
no road network involved.

III. PROBLEM FORMULATION

We model a road network as a connected undirected geo-
metric graph , where vertices represent the points where
the road centerline segments and the road intersections meet,
and edges represent the road centerline segments connecting the
road intersections. For a curved road segment, we introduce ar-
tificial road intersections, so that each edge represents a straight
line segment. Let and denote the vertex set and
the edge set, respectively. Each edge has a length, denoted as
, which is the length of the corresponding road centerline seg-

ment. This model has been used by some publicly available road
network databases, such as [14]. Although we are assuming an
undirected graph model, most of our results can be extended to
directed graphs as discussed in Section VIII.
For a point on an edge , if is not a

vertex, we can make it a vertex by adding to and by
subdividing edge into two edges and with

and equal to the length of the corresponding
road centerline segments starting at . The resulting graph is
denoted as . For instance, by inserting the midpoint
of edge to the graph in Fig. 1(a), we get a graph where
all the edges have the same length as shown in Fig. 1(b).

if is a vertex in .
Consider a set of APs deployed at roadside. We model APs

as points in by the following consideration. First, we are
seeking a solution that provides the worst-case guarantee to the
interconnection gap, and therefore make the most conservative
assumption about the contribution of each AP. Second, we are
considering a sparse deployment, and therefore, we ignore the
case where the coverage regions of multiple APs overlap with
each other. Hence, each AP is represented by a point in
closest to it. Using the operation just defined, we can make
these points as vertices of the graph when needed. The trajec-
tory of a moving vehicle is modeled as a general path in the
graph, an extension of the concept of a simple path in a graph
by allowing nonvertex endpoints. Fig. 1(b) highlights a general
path of length 4. A general path will be simply called a path
when there is no ambiguity. We are now ready to formally de-
fine -coverage. We say that a path is covered by a point in
if the point is on that path.
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Definition III.1: -Coverage: A deployment of APs provides
-coverage to , if every path in of length at least is
covered by at least one AP.
For instance, Fig. 1(b) shows a deployment that provides
-coverage for . Although -coverage closely models
our intuition, it is hard to even determine in polynomial time
whether a deployment provides -coverage since such a
problem is co-NP-complete (see Section IV-A for a proof),
the class of problems that are most likely not in P. Since even
verifying whether a graph is -covered is hard, we do not ex-
pect that any meaningful optimization problems can be solved
under this general definition, and proper approximations are
needed. We observe that one essential difficulty involved in the
above definition is that an arbitrarily long path may have its
two endpoints very close to each other. Hence, we propose the
following new metric as the first approximation, which requires
the endpoints of a target path to be well separated. Formally, let

denote the graph distance between two points and
, that is, the length of a shortest path connecting and . Let
denote the set of all the possible paths between points

and .
Definition III.2: -Coverage: A deployment of APs pro-

vides Network Coverage of distance ( -coverage for short)
to if for every pair of points and in with
, every path is covered by at least one AP. A pair of
points is said to be -covered if every path is
covered by at least one AP.
Remark: 1) To provide -coverage, it suffices to only con-

sider those pairs of points that are exactly distance apart,
since for any path connecting two points that are at least dis-
tance apart, there must be two points on the path that are ex-
actly distance apart by the continuity of the distance func-
tion. 2) If a deployment provides -coverage, it also provides
-coverage. The converse is not true. For instance, the de-

ployment in Fig. 1(b) also provides -coverage for .
Now suppose , then since the diameter of the graph is 4,
the distance between any pair of points in the graph is at most 4,
-coverage is satisfied without deploying any APs. However,

an empty deployment does not provide -coverage since the
longest path in the graph has length 8. Further discussion on
how good -coverage is as an approximation to -coverage
is given in Section VIII-B.
Given , the graph model of a road network, and , a

set of points in that models the APs previously deployed,
we first ask the following questions: 1) Given a value ,
determine if provides -coverage (coverage verification),
and if not 2) find a minimum set of points in so that
when new APs are deployed at these points, provides
-coverage for the given (optimal deployment). Notice

that the second problem addresses both the new deployment
and incremental deployment. We show in Section IV that it can
be verified in polynomial time whether a deployment provides
-coverage. However, finding an optimal deployment that

provides -coverage is NP-hard as proved in Section V.
We provide an factor approximation algorithm in
Section VI, where .
Notice that -coverage requires that for any pair of points

that are distance apart, all paths connecting them are covered,

Fig. 2. Small road network with unit length edges where a single AP located
at the midpoint of the middle edge provides -coverage but not -coverage
for .

and the number of such paths could be exponential. In reality,
however, there are a small subset of paths most frequently
traveled between any two places, which can be learned from
historical traffic data [33]. For instance, people usually follow
a close-to-shortest path from their source to the destination.
Note that although there may be multiple (or even exponential
number of) shortest paths between two points in a grid graph,
this rarely happens in a real road network, where there is
typically a unique shortest path between any two locations. The
next metric, -coverage, captures this observation. Although
finding an optimal deployment that achieves -coverage is
still NP-hard, we are able to find a more efficient approximation
algorithm for it (see Section VI). Let denote the set of paths
between and most frequently traveled, and we assume
is bounded by a small constant.
Definition III.3: -Coverage: A deployment of APs pro-

vides Path Coverage of distance ( -coverage for short) to
if for every pair of points and in with ,

every path is covered by at least one AP. A pair of
points is said to be -covered if every path is
covered by at least one AP.
Remark: 1) When is the set of shortest paths between
and , to provide -coverage, it suffices to consider those

pair of points that are exactly distance apart. However, this
property does not hold for general . 2) A deployment that
provides -coverage also provides -coverage, but not vice
versa as shown in Fig. 2.
To simplify the presentation, we assume is the set of

shortest paths in the following discussion. The solution can
be easily extended to a large class of as discussed in
Section VIII.

IV. -COVERAGE VERIFICATION

In this section, the following problem is considered: Given a
graph , a set of points in , and , determine whether
provides -coverage (resp. -coverage and -coverage).

A. -Coverage Verification Is Co-NPC
Lemma IV.1: The Hamiltonian Path problem restricted to the

class of graphs without degree-1 vertices is NP-complete.
Proof: The general Hamiltonian Path problem can be re-

duced to this subcase as follows. Let be an arbitrary graph.
For any degree-1 vertex of , say , attach a triangle to . That
is, add two new vertices and and three new edges ,

, . Let denote the new graph, which has no
degree-1 vertex. We claim that has a Hamiltonian Path iff
has a Hamiltonian Path. First, suppose has a Hamiltonian

Path, say . Then, has at most two degree-1 vertices, and
each of them is an endpoint of . For every such vertex, say
, extend by adding edges , . We then obtain a
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Hamiltonian Path of . Conversely, suppose has a Hamil-
tonian Path . For each degree-1 vertex of , say , we must
have and one of and in . By removing
and and the two edges from for every such , we get a

Hamiltonian Path of .
Proposition IV.1: The -coverage verification problem is

co-NPC.
Proof: Given a deployment on a graph , the complement

of the -coverage verification problem is NP since a nondeter-
ministic algorithm needs only guess a path of , say , and
check in polynomial time if there is a general path of length
containing as a maximal subpath that is not covered.
We then reduce the Hamiltonian Path problem restricted to

the class of graphs without degree-1 vertices to the complement
of the -coverage verification problem as follows. Let
be a graph where each vertex has degree at least 2 and each
edge has unit length. We claim that has a Hamiltonian path
iff (with an empty deployment) is not -covered for .
First, suppose has no Hamiltonian path. Then, the length of a
longest path in ending at vertices is at most . Hence,
the length of any general path in is less than . Note that
the equality does not hold since otherwise must have a Hamil-
tonian circuit and hence also a Hamiltonian path. Therefore,
is -covered. Conversely, suppose has a Hamiltonian path .
The length of is . Since every vertex of has degree
at least 2, can be extended to a general path (which could be a
Hamiltonian circuit) of length . Hence, is not -covered.
It follows that the complement of the -coverage verification
problem is NP-complement. Hence, the -coverage verification
problem is co-NPC.

B. Verification of -Coverage

We then show that -coverage can be verified in polyno-
mial time. First, a new graph is ob-
tained. That is, we make each point in a vertex. Note that if
there is an edge in with length larger than , then clearly
fails to provide -coverage. Since this condition can be easily
checked, we assume no such edge exists in the following discus-
sion. Each vertex of is assigned a weight, denoted as ,
which equals 1 if an AP is deployed at , and is 0 otherwise. Let

denote the weight of a path , that is, the sum of weight of
the vertices on a path , and denote the weight of a pair
of points and , the minimum of any path connecting
and .
We use the term -pair to refer to a pair of points in that

are a distance of apart. We observe that a deployment provides
-coverage iff the weight of each -pair is at least 1. We dis-

tinguish two types of -pairs: 1) at least one point in the pair is
a vertex; 2) none of the two points in the pair is a vertex. Note
that there are at most number of -pairs in the first cat-
egory since for any vertex and an arbitrary edge , there are
at most two points on that are exactly distance away from
. Furthermore, although there are infinite number of -pairs in
the second category, they can be divided into equivalent classes
as follows.
Definition IV.1: N-Equivalent Pairs: Two pair of points

and in the second category are N-equivalent if and are
on the same edge, and and are on the same edge.

We observe that all the pairs in the same N-equivalence class
have the same weight, and the number of equivalence classes
is bounded by since for any pair of edges, there is at most
one equivalence class. Furthermore, it suffices to only consider
those pairs that are equivalent to an -pair, and every such class
corresponds to a pair of edges and where there is point
on and on such that is an -pair. Therefore, once
all the equivalence classes are identified, -coverage can be
determined by checking the weight of -pairs in each class one
by one. We then discuss the two steps in detail.
First, to identify all the N-equivalent pairs that are -distance

apart, the following procedure is applied, which, for a given pair
of edges and , determines if there
are points on and on such that . Let

, . Let
, , . Then, is a linear function of
and for , . For given , , ,
and , the solutions to the equation
divide the square into two subre-

gions. All the six equations partition into convex
subregions. Using the partition, the minimum and maximum
distances between any pair of points on the two edges can be
determined by only studying the vertices of the convex regions.
There is an -pair with respect to the two edges iff is between
the two extremal values.
Second, to compute the weight of an -pair, we first note that

the weight of every pair of vertices of can be computed by
extending the Floyd’s all-pairs shortest-paths algorithm to the
node weighted case, where the weight of a vertex is its cov-
erage weight. Now suppose is on edge and is on
edge and none of and is a vertex. Then,

. The case where
or is a vertex can be derived similarly.

C. Verification of -Coverage

A polynomial-time algorithm for -coverage verification
can be derived in a similar way as that for -coverage. First,
we define the core of a general path to be its longest subpath
ending at vertices of . For instance, in Fig. 1, the core of
is the path . For a set of path , the core of is
defined to be the union of the cores of each element in .
Definition IV.2: P-Equivalent Pairs: Two pairs of

points and are P-equivalent if: 1) and are
on the same edge, and and are on the same edge; and 2) the
set of shortest paths between and and that between and
have the same core.
A polynomial-time algorithm for verifying -coverage

can then be derived by noticing that: 1) if and are
P-equivalent pairs, then all the shortest paths between and
are covered iff all the shortest paths between and are cov-
ered; 2) each equivalence class can be verified in polynomial
time since there are a small number of paths in the core shared
by all the pairs in the same class; 3) the number of equivalence
classes is bounded by since for every pair of edges,
there are only a small number of equivalence classes, and it
suffices to consider only those pairs equivalent to an -pair. The
procedure for identifying N-equivalent pairs can be extended
to identify P-equivalent pairs with slight modification.
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V. HARDNESS OF MINIMUM-COST -COVERAGE

We name the decision version of the minimum-cost -cov-
erage (resp. -coverage) problem as -COVER (resp.
-COVER). In this section, we show that -COVER and
-COVER are NP-complete. By the existence of verification

algorithms just presented, it suffices to show that there is an
NP-complete problem that can be reduced to -COVER
(resp. -COVER) in polynomial time. It is known that
VERTEX COVER is NP-complete when restricted to tri-
angle-free graphs1 without degree-1 vertices since it remains
NP-complete when restricted to triangle-free, 3-connected,
cubic2 planar graphs [34]. We will reduce this subproblem of
VERTEX COVER to a subproblem of -COVER with
and , that is, there are no previously deployed APs.
Lemma V.1: If is a triangle-free graph having no degree-1

vertices where each edge has unit length, a set of vertices form
a vertex cover of iff it provides -coverage to for .

Proof: Suppose that a set of vertices provides vertex
cover to , but does not provide -coverage for . Then,
there is a general path of length 2 that is disjoint from any ver-
tices in , which contains at least one edge not covered by any
vertices in , a contradiction. Conversely, suppose a set of ver-
tices provides -coverage to for , but it is not a
vertex cover, then there must be an uncovered edge . Since
has no degree-1 vertices and is triangle-free, there must exist

edges and with midpoints and , respectively,
such that is a general path disjoint from and

, a contradiction.
Although, in general, a deployment that only uses vertices

may be suboptimal as shown in Section VI, for the set of in-
stances of -COVER we consider in this section, restricting
APs to vertices actually gives optimal solutions as shown in the
following lemma.
Lemma V.2: Let be a triangle-free graph having no

degree-1 vertices where every edge has unit length. If there is a
set of points in that provides -coverage to , then there
is a set of vertices that also provides -coverage to for

.
Proof: Let be a set of points in that provides
-coverage to . We will construct a set of vertices such

that and is a vertex cover for . The claim then
follows from Lemma V.1.
First, we note that for any vertex , there is at most one edge

incident to that is disjoint from . Otherwise, the two un-
covered edges incident on , say and , form an
uncovered path with due to the fact
that is triangle-free. This contradicts the fact that provides
-coverage to .
All the points in that are also vertices are first added to
. Consider an edge that is disjoint from . There must

exist distinct edges and with and points
on and on such that and , and

or . Without loss of generality, suppose
. Add to . If there is an edge incident to

that is disjoint from , then there must be an edge and a

1A graph is triangle-free if it has no cycles of length three.
2A cubic graph is a graph where each vertex is incident to exactly three edges.

point on such that , add to . Continue this
process until either or a vertex where all the incident edges are
covered by points in is reached. Then, pick another edge that
is disjoint from . Repeat the process until all such edges have
been considered. Then, for each edge that contains a point in
and has not been visited, add any one of its two ends to . By
its construction, covers all the edges and .
Proposition V.1: -COVER is NP-complete.
Proof: Given a triangle-free graph without degree-1 ver-

tices, make an instance of -COVER with as the graph
model of a road network where each edge has unit length,
, and . The proposition then follows from LemmasV.1
and V.2.
Similar argument as above can be applied to -COVER.

Therefore, we also have the following proposition.
Proposition V.2: -COVER is NP-complete.

VI. APPROXIMATION FOR MINIMUM-COST -COVERAGE

In this section, we present approximation algorithms for the
minimum cost -coverage and -coverage problems. For-
mally, given graph and a set of point in , and , find
a set of points such that provides -coverage or
-coverage to . We would like to minimize . Let

. For any edge of , if , is chopped into
pieces of equal length. In the following discussion, we

will assume that the length of any edge of is no more than
. Let and denote the number of vertices and edges of ,
respectively.
We present two polynomial-time algorithms in this section.

The first algorithm reduces -coverage to the vertex mul-
ticut problem [35], and the second one reduces -coverage
to the set covering problem [15]. Both algorithms have an

approximation factor. The second algorithm also
works for -coverage. However, only for -coverage, the
algorithm has polynomial time complexity. It should be noted
that for a given road network, the first algorithm is much
more time-consuming than the second one, which is expected
since -coverage provides higher coverage quality than
-coverage.
Given , let denote the minimum in any deploy-

ment that provides -coverage where APs can be deployed
at anywhere in , and denote the minimum for pro-
viding -coverage when APs can only be deployed at the ver-
tices of . Both of our algorithms use only the vertices of
to construct , which avoids an infinite search space so that
approximation solutions can be found. The following lemma
states that such a deployment decision doubles the number of
APs used in the worst case.
Lemma VI.1: .
Proof: follows directly from the defini-

tion. Let be a set of points such that pro-
vides -coverage. We apply the following two rules to con-
struct a set of vertices, say , such that also provides
-coverage. 1) Add all the points in that are also vertices

of to . 2) For each point in that is not a vertex, add
the two ends of the edge where the point is on to . We have

. Let denote any general path required to be
covered to ensure -coverage. There exists a point, say , in
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Fig. 3. Graph with a single path , where the squares represent
APs. Each edge has unit length, and . (a) Minimum cover that pro-
vides -coverage. (b) Suboptimal solution that uses only vertices to provide
-coverage.

that covers . If is a vertex, is also covered by
. Otherwise, suppose is on edge . Then,

and . Since , goes through
at least one of and , and thus is covered by . Therefore,

also provides -coverage.
The same result also holds for -coverage. Notice that an

important advantage of restricting APs to vertices is that it in-
creases the chance of data access since vehicles may stop or
slow down near road intersections.
Fig. 3 gives an example where using only vertices gives a

suboptimal solution. In the figure, , is a single path
with vertices, where each edge has unit length, and .
To achieve -coverage, an optimal solution is a set of points
uniformly spaced with distance along the path. On the other
hand, if only the vertices are allowed to be used, then all the
vertices except the two ends of the path have to be used to ensure
-coverage. Therefore, ,
, and . In particular, when

, and , a minimum cover contains only one point in
the middle of the path, while two vertices are needed to ensure
the coverage. In general, if is a single path with vertices
and each edge has unit length, the factor 2 can be achieved when

, for any integer .

A. -Coverage via Vertex Multicut

Recall that we have distinguished two types of -pairs. Al-
though for an arbitrary , both types of -pairs have to be con-
sidered, it suffices to consider only the second type of -pairs
in practice by the following observation. First, we can choose
a small enough such that for any pair of vertices of ,

. By making small enough, -coverage
can be viewed as equivalent to -coverage in any real set-
tings. Second, by attaching a small triangle to each degree-1
vertex, degree-1 vertices can be removed. A careful analysis
then ensures that if is an -pair and is a vertex and
is a nonvertex point, there always exists -pairs consisting of
nonvertex points, with , and for any deployment that
only uses vertices, is covered if all these pairs are covered.
Therefore, it suffices to only consider those -pairs consisting
of nonvertex points.
Assuming only the vertices of are used to construct , the
-coverage optimization problem can be reduced to the min-

imum vertex multicut problem [35] defined as follows. Given
a connected undirected graph with positive costs on

its vertices, let be a set of pairs of ver-
tices, named as terminals, where each pair is distinct, but ver-
tices in different pairs are not required to be distinct. A vertex
multicut is a set of nonterminal vertices whose removal sepa-
rates each pair. The problem is to find a vertex multicut of min-
imum cost. We assume that all vertices have the same cost in
this section. The main steps of our algorithm are summarized in
Algorithm VI.1. For each pair of edges , the algorithm
determines whether there are points in and in such that

, which can be done in constant time after the pre-
processing as shown in Section IV-B. If there is such a pair and
the coverage distance of the pair is 0, the midpoints of and
are treated as a terminal pair. The algorithm then resorts to

the well-known GVY algorithm [15] to find a minimum vertex
multicut with as a subset that separates every such midpoint
pairs.

Algorithm VI.1: -Coverage via Vertex Multicut (VC)

Input: , the graph model of a road network , , the set of
vertices of that represents APs previously deployed, and
Output: that provides -coverage
1: ;
2: If provides -coverage to then return;
3: ;
4: for each pair of edges of do
5: if there are points on and on such that

and then
6:
7: Apply the GVY
algorithm [15] to find a vertex multicut with as a
subset that separates each pair of midpoints in .

The following lemma states that Algorithm VI.1 finds a fea-
sible solution to the -coverage problem.
Lemma VI.2: The set of vertices in the multicut found by

Algorithm VI.1 provides -coverage.
Proof: We need to show that any general path in with

is covered by at least one vertex in the multicut.
By the assumptions made above, we can assume and are the
interior points of two distinct edges of , say and

, respectively. Since , the midpoints
of and , say and , form a pair of terminals. Note
that contains a subpath starting at and ending at for
certain , . Since, by removing the multicut found,
and will be disconnected, goes through at least one vertex
in the cut, and so does .
The algorithm stated in [15] actually solves the minimum

edge multicut problem [36] defined similarly and achieves an
approximation factor where is the number of ter-

minal pairs. However, it can be extended to the vertex version
while preserving the approximation factor [35] by considering
the following linear program formulation.
Let denote the set of sources and

denote the set of destinations in the terminal
pairs. For each vertex , let be a nonnegative
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variable called distance label. For each vertex and each
terminal pair , , let denote the shortest
distance (in terms of the distance labels) from to . When ap-
plied to our scenario, corresponds to the coverage weight of
, and models (defined in Section IV-B). The linear
program (after LP-relaxation) of the minimum vertex multicut
problem is as follows, where is the cost of vertex and is
fixed to 1 for each in our scenario

minimize

subject to

The first constraint says that satisfies triangle inequality.
The second constraint says that the shortest distance from to
itself is 0. The third constraint requires that the shortest distance
between each terminal pair is at least 1, which ensures that the
set of vertices with positive distance labels form a multicut. The
third and fourth constraints and the objective function together
ensure that the distance label of each nonterminal vertex is be-
tween 0 and 1, and the last constraint says that the distance label
of each terminal is 0. The dual of the above program models
the vertex version of the well-known summulticommodity flow
problem [15].
The standard GVY algorithm first solves the above linear

program to get a set of distance labels for all the vertices. Then,
from those vertices with positive distance labels, a subset of
them are selected to form a multicut (LP-rounding). Although
the first step is polynomial-time solvable, it is very time-con-
suming to find an accurate solution for a large road network,
especially in our case where —the number of terminal pairs
(the number of commodities in the dual problem)—equals

in the worst case, where is the number of edges in the
graph. To reduce time complexity, instead of solving the above
linear program, we apply the combinatorial FPTAS algorithm
proposed in [37], which computes a solu-
tion to the edge version sum multicommodity flow problem in

time. It is important to notice that
the running time is independent of . We adapt this algorithm
to the vertex version and to find a close-to-optimal fractional
multicut. The second step introduces an extra factor,
which is the best known result for the minimum vertex mul-
ticut problem for a general graph. Considering Lemma VI.1,
Algorithm VI.1 has an approximation factor.
The standard GVY algorithm does not consider the case

where a set of vertices is forbidden to be chosen as cut nodes.
This can be solved by fixing the cost and the distance label
of each vertex in to be 0 and 1, respectively. The analysis
in [15] can still be applied to show that this modification does
not impact the approximation factor.

B. -Coverage via Set Cover

Assuming only the vertices of are used to construct ,
the -coverage optimization problem can be reduced to

the set-covering optimization problem [15] applied to the set
system as shown in Algorithm VI.2. The ground
set is the union of the set of uncovered paths in the cores
(defined in Section IV-C) of all P-equivalent -pairs, and each
corresponds to the subset of paths in covered by a vertex

not in .

Algorithm VI.2: -Coverage via Set Cover (SC)

Input: , the graph model of a road network , , the set of
vertices of that represents APs previously deployed, and
Output: that provides -coverage
1: ;
2: if provides -coverage to then return;
3: the union of cores with respect to all P-equivalent

-pairs except those paths have been covered by ;
4: where is the set of paths
covered by vertex ;

5: a subcollection of of minimum size that covers
all the elements of .

This algorithm also applies to -coverage, where set
has exponential size in the worst case. For -coverage,

. The general set-covering problem can be approxi-
mated within a logarithmic factor by a simple greedy heuristic
that always picks the most cost-effective element that achieves
a factor [15].
Considering Lemma VI.1, our algorithm has an
factor. Furthermore, this algorithm is much faster than the VC
algorithm since the greedy set-cover algorithm is much less
time-consuming that the GVY algorithm.

VII. BUDGETED ALPHA COVERAGE

In this section, we consider a budgeted version of the Alpha
Coverage problem: Given a positive integer , find a set of
points in the road network graph with such that the
deployment provides Alpha Coverage for a minimum possible
. We first show that the algorithms VC and SC can be used
as subroutines to solve the budgeted coverage problem by ap-
plying a binary search technique. We then present a couple of
heuristics that work well in practice.

A. Bicriterion Approximation

We apply a binary search technique to solve the budgeted
-coverage problem as shown in Algorithm VII.1, which ap-

plies to budgeted -coverage as well by replacing the VC al-
gorithm with the SC algorithm. Staring at equal to the diam-
eter of , that is the distance between two farthest points in ,
a deployment providing -coverage is computed by invoking
the VC algorithm. If the size of this deployment is larger than
the budget, a larger is selected. Otherwise, a smaller is se-
lected. The procedure continues until the difference between the
upper and lower bounds of is at most , which can be ad-
justed to control the accuracy. Such a binary search provides a
bicriteria approximation to the problem by relaxing both the re-
quirement on the objective function and that on the budget, as
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established in Proposition VII.1. The proof is straightforward
and is omitted.

Algorithm VII.1: Budgeted -Coverage via Binary Search

Input: , the graph model of a road network , , the set
of vertices of that represents APs previously deployed, and
, the number of extra APs that can be used
Output: , that provides -coverage
1: ;
2: ; the diameter of ; ;
3: while do
4: ;
5: ;
6: if then
7: ;
8: else
9: ; ;

Proposition VII.1: For a given budget , let denote the
minimum that can be achieved in an optimal solution to the
budgeted -coverage problem, and let denote the solu-
tion of Algorithm VII.1. Then, for a small enough ,

, where is the approximation factor of the
VC algorithm. A similar result holds for -coverage as well.

B. Greedy Heuristics

In this section, we propose greedy heuristics for the budgeted
-coverage and -coverage problems. In both cases, the

idea is to first find (approximately) a longest path in the graph
and place an AP in the middle of the path. Then, find the next
uncovered longest path in the graph, and cover that path with an
AP. Repeat this process until the budget is used up.
Specifically, we propose the following heuristic for
-coverage. We first identify the collection of shortest

paths between any pair of vertices in the graph, denoted as .
We then identify a longest path in . Let denote the vertex
on that is closet to the middle point of , measured in graph
distance. Place an AP on . Mark all the paths in that go
through as covered. A longest uncovered path in is then
determined, and the above process is repeated until APs have
been placed.
The algorithm for -coverage is slightly different. First,

a pair of points are in the same connected component
such that is maximized is found. Then, an approx-
imately longest path connecting and is found. Since the
longest-path problem is NP-hard in general, we use the random-
ized color-coding technique [38] while taking the edge weights
into account as in [39] to find a long path, say . Let denote
the vertex on that is closet to the middle point of , measured
in graph distance. Place an AP on and remove the edges inci-
dent to . Repeat this process in the remaining graph until APs
have been placed. Note that since the graph is getting sparser
after edges are removed, the length of the longest path found
could increase.
Both heuristics are simple and efficient. Furthermore, they

perform quite well in practice, especially for dense networks,

as shown in Section IX. We leave it for future work to establish
performance bounds for them.

VIII. DISCUSSION AND EXTENSIONS

In this section, we discuss some concerns in the system
modeling, the possibility of finding better approximation to the
-coverage optimization problem, and possible extensions of
our work.

A. Modeling Issues

We have considered an undirected graph model of road net-
works so far to simplify the discussion. However, most of our
results can be extended to a directed graph that models one-way
roads as well. In this case, and may be dif-
ferent. The definitions of the three coverage metrics and the two
types of equivalence classes can be extended in an obvious way.
Then, both the coverage verification algorithm and the SC algo-
rithm can be extended to directed graphs. On the other hand, it
is known that the minimum multicut problem is much harder to
approximate for directed graphs than undirected graphs. There
are some recent results for finding the minimum edge multicut
in directed graphs [40], [41]. However, whether these results
can be extended to vertex multicut while retaining the same ap-
proximation factor needs further study.
In this paper, we have assumed that each AP has Internet con-

nectivity. When this is not true and Internet connectivity is only
available at certain gateway locations, the joint coverage and
connectivity problem needs to be addressed. We have designed
a two-stage approximation algorithm to this problem, but have
not discussed it in this paper due to the lack of space. The details
can be found in [13].

B. -Coverage as an Approximation to -Coverage in Grid
Graphs

To study how good -coverage is as an approximation to
-coverage, consider an grid graph with vertices
in each row and vertices in each column and suppose the
length of each edge is . Consider an empty deployment. Then,
-coverage is provided with arbitrarily close to the diam-

eter of the graph, that is . When either or
is even, the grid graph has a Hamiltonian circuit [see Fig. 4(a)].
Otherwise, it has a Hamiltonian path [see Fig. 4(b)]. It follows
that the length of a longest general path in the graph, denoted as
, equals (in the first case) or is arbitrarily close to
(in the second case). We observe that when , the larger
the ratio is (or equivalently, the larger the is), the larger

is and less efficient the approximation is. The simulation
result (see Section IX) over a real road network confirms this
observation. If either or is close to 1, is also close to
1. Intuitively, for a sparse road network that is far from a reg-
ular grid, the approximation is much better than in a dense road
network, which is also confirmed by the simulation result.

C. More About -Coverage

In our definition of -coverage, the set of paths associated
with a pair of points can be an arbitrary set of critical paths. Al-
though we use shortest path as an example in the coverage ver-
ification and optimization algorithms, they can be extended to
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Fig. 4. Two grid graphs with (a) a Hamiltonian circuit highlighted and (b) a
Hamiltonian path highlighted. (a) 6 5. (b) 5 5.

the general case as long as the following condition is satisfied:
For each pair of edges in , there are only a constant number of
P-equivalence classes. In general, one needs to consider all the
pairs that are equivalent to an -pair for some . How-
ever, the total number of such equivalent classes is still bounded
by . Since the verification algorithm takes time
to check each equivalent class where is the maximum number
of paths in the cores associated with the pairs, the total running
time is . The SC algorithm takes two collections
and as the input, where . Since each equivalent
class contributes at most paths to , . There-
fore, the optimization algorithm can also be done in polynomial
time.

D. Better Approximations to -Coverage

While our algorithms for the two Alpha Coverage metrics
provide guaranteed performance, it is interesting to see if the
involved logarithmic approximation factors can be improved,
and if there are other meaningful approximations to the general
-coverage definition.
For general graphs, as the two Alpha Coverage metrics are

essentially equivalent to the vertex multicut problem or the set-
covering problem, it is hard to find better approximations. On
the other hand, we believe the special structures of road net-
work graphs can be explored to help show a tighter bound of
our algorithms or design better approximations. For instance,
an approximation for the minimum multicut problem is
possible for planar graphs [42], although the algorithm still has
a very large constant approximation factor.
We then outline an approach for achieving better approx-

imation for -coverage for large using the notion of
VC-dimension. First, we note that the minimum -coverage
problem can be formulated as a hitting set problem (the dual of
the set-covering problem) over the set system , where
is the vertex set of the road network graph and is a collection
of paths—viewed as subsets of —that need to be covered. A
subset of is called a hitting set if it intersects every element
of , and the problem is to find a hitting set of minimum size.
We then review the definition of VC-dimension [43]. For a
subset , let , the subsets of
obtained by intersecting elements in . is shattered by
if . The VC-dimension of is the smallest

integer such that no subset of size can be
shattered. For a set system of finite VC-dimension , a factor

algorithm for the minimum hitting set problem
is obtained in [44], where is the optimal size. We believe
that for the more constrained considered in -coverage,
a low VC-dimension can be expected. In fact, when is the
collection of shortest paths, and assuming that there is a unique

shortest path between any pair of vertices, has VC-di-
mension 3 since for any three-point subset, if all the three points
are on the same shortest path, then the two endpoints cannot
be separated from the middle point by a shortest path by the
uniqueness assumption. Therefore, when is large compared
to the network diameter and hence , this algorithm pro-
vides a better approximation factor than the greedy algorithm.
Recently, an empirical characterization of road network

graphs, called highway dimension, is proposed in [45], which
is similar to the small-world models for social networks in
some sense. It has been observed that many road networks
have low highway dimension, and for such road networks,
a sublinear query bound can be proved for several heuristics
for answering shortest-path queries. In fact, the definition of
highway dimension is closely related to Alpha Coverage. A
graph has low highway dimension if for every , there
is a sparse set of vertices that touch every shortest path of
length greater than , and a set of vertices is called sparse if
every ball of radius (in terms of graph distance) contains
a small number of elements from . It seems that a graph with
low highway dimension would allow -coverage of small
cardinality for every . It is interesting to see whether a better
bound can be proved for our algorithms by assuming a low
highway dimension.
In addition, other approximations of the general notion of

Alpha Coverage is also possible. For instance, we can define
the Maximum -coverage problem as follows: Given a budget
of APs and , find a deployment that covers as many shortest
paths of length at least as possible. This formulation satis-
fies submodularity, i.e., adding a new AP to a small deployment
helps more than adding it to a larger deployment containing the
small one and allows a constant factor approximation. We are
looking for more realistic problem formulations that can be ap-
proximated within a constant factor.

E. From -Coverage to -Coverage

While Alpha Coverage provides a bound on the worst-case
interconnection gap, it only considers the number of contacts,
but ignores the quality of each contact. Ideally, we would like
to have an economic deployment of APs that is able to serve mo-
bile users with guaranteed performance in terms of some more
intuitive metrics such as average throughput. Such an objective
is complicated by various uncertainties involved in the system,
such as unpredictable traffic conditions, unknown moving pat-
terns of mobile users, and the dynamics involved in the perfor-
mance of APs.
We therefore propose the following extension of -coverage,

which guarantees the quality of data access in the worst case.
We have not found complete solutions to this extension and will
continue working on it. In particular, we say that a deployment
of APs provides -coverage to a road network if for any
path of length that a vehicle travels, it is guaranteed that
the vehicle has access to at least bits of data. By adding con-
straints to the set of paths considered, similar extensions can
be defined for -coverage and -coverage. We again have
the following three problems to solve: 1) determine whether a
deployment provides -coverage for given and ; and
if not 2) find an optimal incremental deployment to provide
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-coverage; and 3) find an optimal deployment in terms
of some function of and that is within a budget on the cost.
Besides minimizing the number of new APs used, we may con-
sider a heterogenous deployment and try to minimize the total
cost of the new APs.
The first step in achieving this new metric is to estimate the

quality of data service in each mobile-AP contact. We can take
the following incremental approach. First, through proper mod-
eling and measurement, the coverage region as well as the ex-
pected data rates and link quality at a set of candidate locations
for placing APs can be estimated. Second, using historical traffic
data, the expected traffic condition on each road segment can be
estimated. Based on that, the average mobile-AP contact dura-
tions can be predicated. Together with the estimated data rates,
the amount of data that can be accessed in a single contact can
be predicated, assuming there is at most one user in the range of
each AP. Third, by modeling user density in the range of each
AP and assuming certain associate control protocol, the case of
multiple users sharing the same AP can be handled. Based on
the data service in each contact, the accumulated data service
along any path can be then be estimated.

IX. EVALUATION

In this section, we present the simulation results where we
compare our algorithms and greedy heuristics for -coverage
and -coverage to several uniform and nonuniform deploy-
ment strategies using data from real-world road networks. We
show that for a given budget, our algorithms achieve much
smaller values of than that which can be achieved by any
of the baseline algorithms, and the interconnection gap of
our solution is bounded to a much smaller distance and has a
much smaller standard deviation than that in a baseline deploy-
ment. We further observe that the greedy heuristics achieve
comparable performance as the more complicated VC and
SC algorithms in most settings. For -coverage, the greedy
heuristic performs even better in dense network scenarios. Now
we discuss the details of the simulations.

A. Simulation Settings

1) Generating Road Networks: We obtain road network data
from the 2008 Tiger/Line shapefiles [14]. We only use the All
Lines shapefile since it contains all the information about a road
network we need. The database is organized by counties. Our
simulations are based on the road network of Franklin County
in the state of Ohio. The database does not contain information
about one-way roads, so we only consider the undirected graph
model of road networks. In the database, each road segment is
a polyline that contains two intersections and zero or more in-
terior shape points. We ignore the shape points and connect the
two ends of a road segment by a straight line to reduce the size
of the graph. Fig. 5 shows two road networks used in simula-
tions. In each case, the largest connected component of the cor-
responding graph is used. The dense network has 1802 vertices
and a diameter of 10.84 km. The sparse network has 737 vertices
and a diameter of 11.64 km.
2) Baseline Algorithms: We compare our solutions to

both uniform and nonuniform strategies for placing APs. In
particular, two uniform deployment strategies are considered:

Fig. 5. Two road networks used in simulations. Each spans a region about
6 6 km . (a) Dense network. (b) Sparse network.

1) Uniform random sampling (Random for short), where the
APs are placed on the vertices of the graph in a uniformly
random way; 2) Max-min distance sampling [46] (Distance for
short), which starts at a randomly selected vertex, and at each
step finds a new vertex that maximizes the minimum graph dis-
tance from the vertices already selected, until the budget is used
up. We also consider two nonuniform deployment strategies
inspired by the heuristic used in [11] for real deployment of APs
in a 2-D region.. The region spanned by the road network graph
is first divided into a 5 5 grid, and the total budget is then
distributed among the grid cells in a certain way. Within each
cell, a subset of road intersections are then selected randomly
for placing APs. The difference between the two strategies is
how the budget is distributed among the cells: 1) Network-den-
sity-based nonuniform sampling (Density for short), where the
budget allocated to a grid cell is proportional to the number
of road intersections within the cell; 2) Visit-frequency-based
nonuniform sampling (Frequency for short), where the budget
allocated to a grid cell is proportional to the sum of weights
of the road intersections within the cell. The idea is that the
weight of a road intersection should reflect how frequently it is
visited. To this end, we consider a set of paths and define the
weight of an intersection to be the fraction of those paths in
that go through the intersection. The set varies according to
desired moving patterns.
• For -coverage, is chosen to be the set of arbitrary
paths connecting two intersections of distance at least
1 km. However, since it is hard to find all the elements in
, a subset of is sampled instead.

• For -coverage, is chosen to be the set of shortest paths
connecting two intersections of distance at least 1 km.

B. Evaluating -Coverage

The in the approximated fractional multicommodity flow
algorithm is set to 0.1. We observe that the size of a fractional
multicut found is typically very close to 1.1 times the optimal
one and is much better than the worst-case guarantee. The in
Algorithm VII.1 is set to 0.1 km.
We first study how -coverage performs as an approxima-

tion to -coverage. For each road network, a set of paths of
length at least is randomly selected in the following way,
where is a parameter. First, a random source node is picked
and a path of length 0 is initialized. At each step, the path is
extended by one edge by selecting uniformly a neighbor of the
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Fig. 6. Percentage of the paths containing -pairs among all the selected paths
of length at least . (a) Dense network. (b) Sparse network.

current end of the path from all its neighbors not in the path. This
process continues until either the length of the path is at least
and the path is added to the path set or all the neighbors of the
current end of the path have been used and the path is discarded.
Then, another random source node is picked. The process is re-
peated 10 times unless 10 paths of length at least have been
found (repeating paths are allowed). For every such path, it is
determined if there is an -pair on the path. Note that every path
containing an -pair is covered by at least one AP in a deploy-
ment that provides -coverage. The percentage of the paths
containing -pairs among all the selected paths is then counted.
Fig. 6 plots the results for various values and for and

. For the dense network, the percentage decreases when
increases, which is consistent with our analysis for grid graphs

in Section VIII-B. Such a trend does not exist in the sparse road
network, where one can always find a large fraction of paths
containing -pairs, which implies that, in this case, -cov-
erage provides a good approximation to -coverage if is al-
lowed to be relaxed by a factor of 1.5 or 2.
We then evaluate the performance of the algorithms under

various budget constraints. For a given budget, the VC algo-
rithm is first applied to find the minimum achievable , de-
noted as , for providing -coverage. The greedy heuristic
and the four baseline algorithms are then applied. Since each of
the baseline algorithms involves some randomness, they are re-
peated 20 times each. We then compute for each deployment:
1) the minimum achievable for providing -coverage (this
is found by doing a search); and 2) the percentage of uncov-
ered N-equivalent -pairs. We know all these pairs are cov-
ered in a deployment found by VC, but some of them may not
be covered in a deployment generated by the greedy heuristic
or a baseline algorithm. The simulation results for these two
metrics are shown in Figs. 7 and 8, respectively, averaged over
the 20 random deployments for each baseline. Note that the
values are bounded by the network diameter. We observe that:

1) VC and the greedy heuristic achieve much smaller values
than the four baselines using the same budget, but the benefit
decreases for larger budget, which is expected; 2) the greedy
heuristic performs even better than VC in the dense network
when the budget is not very high, and performs slightly worse
in the sparse network; 3) mmong the four baselines, the distance
sampling algorithm performs worst in the dense network and
has the highest fraction of uncovered pairs in both networks.
The uniform sampling achieves comparable performance as the
nonuniform strategies.

Fig. 7. Minimum achievable for providing -coverage. (a) Dense network.
(b) Sparse network.

Fig. 8. Percentage of N-equivalent -pairs that are not covered in the greedy
heuristic and the baselines, where corresponds to the values achieved by
VC in Fig. 7. The percentage of -pairs uncovered by Greedy is either 0 or
very close to 0. (a) Dense network. (b) Sparse network.

Fig. 9. Minimum achievable for providing -coverage. The values for
Random, Density, and Frequency are close. (a) Dense network. (b) Sparse
network.

C. Evaluating -Coverage

We evaluate -coverage using similar metrics as for
-coverage: 1) the minimum that can be achieved by the

greedy heuristic or a baseline for providing -coverage for a
given budget by doing a search; 2) the percentage of uncovered
P-equivalent -pairs, where denotes the minimum
computed by the SC algorithm for providing -coverage
for a given budget. Figs. 9 and 10 plot the results for the two
metrics, respectively. We again see that: 1) the SC algorithm
achieves a significantly smaller than the four baselines using
the same budget; 2) the greedy heuristic performs only slightly
worse than SC in most settings; 3) the uniform sampling and
nonuniform strategies have comparable performance, while the
distance sampling performs worst in most settings. We also
observe that to achieve a similar value using our algorithms,
-coverage requires significantly fewer APs than -cov-

erage since the latter has a more strict requirement on coverage.
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Fig. 10. Percentage of P-equivalent -pairs that are not covered in the
greedy heuristic and the baselines, where corresponds to the values
achieved by SC in Fig. 9. (a) Dense network. (b) Sparse network.

Fig. 11. Cumulative distribution and standard deviation of interconnec-
tion gaps under a random waypoint mobility model for the dense network.
Budget in (a). (a) Cumulative distribution. (b) Standard deviation.

For -coverage, we further compute the distribution of
interconnection gaps under a restricted random waypoint mo-
bility model. For this purpose, we first generate a movement
file, which is a sequence of 5000 randomly selected vertices
(repetition allowed), so that the distance between two consecu-
tive vertices is at least . An imaginary move is then carried
out on the sequence of vertices selected, where a shortest
path is followed between two consecutive vertices in the se-
quence. The gap between any two consecutive contacts with
the vertices where APs are deployed is recorded. We did not
start simulations in steady state (perfect simulation) [47] since
it is too time-consuming for large graphs. The result for the
dense network is shown in Fig. 11, and the result for the sparse
network is similar and hence omitted. Fig. 11(a) shows the
cumulative distribution of interconnection gaps when budget is
equal to 150 km . For each baseline, the values
are accumulated over all the 20 random deployments. Fig. 11(b)
shows the standard deviation of interconnection gaps under
various budget constraints. We observe that: 1) the maximum
gap in SC is bounded by 3.1 km, and that in Greedy is bounded
by 4 km, which are much smaller than the maximum gaps of the
baselines; 2) the standard deviation of SC and that of Greedy
are very close and are much smaller than the baselines, and
they are stable when the budget varies; 3) the distance sampling
performs worst, while other baselines are comparable. Note
that the maximum gap for our algorithm is about 3.1 km, which
is larger than . This is because of the moving pattern we
use. Since each move follows a shortest path of length at least

, -coverage guarantees that at least one AP will be
encountered within a move. However, an interconnection gap
may span two adjacent moves, and hence the worst-case gap
is bounded by twice of . On the other hand, the maximum

gap for each baseline deployment is much larger and can be
larger than the network diameter (not shown in the figure).

X. CONCLUSION

In this paper, we propose Alpha Coverage, a new notion of
intermittent coverage for mobile users that bounds the worst-
case interconnection gap for vehicular Internet access. We pro-
vide efficient algorithms to verify whether a given deployment
provides -coverage, and approximation algorithms for finding
the optimal places to deploy new APs so that -coverage can
be ensured. We also provide a bicriteria approximation to the
budgeted version of the problem, together with some efficient
heuristics. Both the networking protocols and applications may
explore such guarantees to optimize their behaviors. Further-
more, -coverage is the first step toward a scalable deployment
that guarantees the worst-case data service that a mobile user
can expect.
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