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Abstract

Several routing algorithms for mobile ad hoc networks have been proposed in the recent past [Broch et al., The

Dynamic Source Routing Protocol for Mobile Ad Hoc Networks, Internet Draft draft-ietf-manet-dsr-03.txt, October

1999; Perkins et al., Ad Hoc On Demand Distance Vector (AODV) Routing, Internet Draft draft-ietf-manet-aodv-

04.txt, October 1999; Haas and Pearlman, The Zone Routing Protocol (ZRP) for Ad Hoc Networks, Internet Draft

draft-zone-routing-protocol-01.txt, August 1998; IEEE J. Select. Areas Commun. 17 (8) (1999) 1454]. With the ex-

ception of a few, these protocols (i) involve all nodes in the route management process, (ii) rely on the use of broadcast

relays for route computation, and (iii) are primarily reactive in nature. Related work [Broch et al., Performance

Comparison of Multi-Hop Wireless Ad Hoc Network Routing Protocols, Proceedings of IEEE MOBICOM, Dallas,

TX, October 1998; Johansson et al., Scenario-based Performance Analysis of Routing Protocols for Mobile Ad-hoc

Networks, Proceedings of IEEE MOBICOM, Seattle, August 1999] has shown that the capacity utilization in ad hoc

networks decreases significantly when broadcast relays or ‘‘broadcast storms’’ are performed frequently. This effect is

compounded when all nodes in the network take part in the route computation.

We propose and study an approach based on overlaying a virtual infrastructure (adaptation of the core, proposed in

[IEEE J. Select. Areas Commun. 17 (8) (1999) 1454]) on an ad hoc network and operating routing protocols over the

infrastructure. The core enables routing protocols to use only a subset of nodes in the network for route management

and avoid the use of broadcast relays. We evaluate the performance of dynamic source routing (DSR) [Broch et al.,

The Dynamic Source Routing Protocol for Mobile Ad Hoc Networks, Internet Draft draft-ietf-manet-dsr-03.txt,

October 1999] and AODV [Perkins et al., Ad Hoc On Demand Distance Vector (AODV) Routing, Internet Draft

draft-ietf-manet-aodv-04.txt, October 1999], when they are operated over the core and compare their perfor-

mances against those of their basic versions. Through extensive simulations using ns-2 [Fall and Vardhan, ns notes and
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documentation, available from http://www-mash.cs.berkeley.edu/ns/, 1999], we show that using a virtual infrastructure significantly

improves the performance of both DSR and AODV, in terms of data delivery and routing overhead, under varied network charac-

teristics.

Published by Elsevier Science B.V.
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1. Introduction

Ad hoc networks are multihop wireless net-

works that are composed of mobile hosts com-

municating with each other through wireless links.

These networks are typically characterized by

scarce resources (e.g. bandwidth, battery power

etc.), lack of any established backbone infra-

structure, and a dynamic topology. A challenging
but critical task that researchers have tried to

address over the past few years has been the

development of routing protocols that suit the

characteristics of ad hoc networks. The scarcity of

resources, lack of an infrastructure for performing

routing, and the constantly changing topology

render conventional routing protocols inappropri-

ate for the target environment.
While several ad hoc routing protocols have

been proposed in recent years [1–4,8–10], we choose

two of these protocols, dynamic source routing

(DSR) and ad hoc on demand distance vector

(AODV), because of their prominence in the ad hoc

networking research community and ready avail-

ability of ns-2 code. While DSR and AODV have

consistently been shown to perform well under
varied network characteristics [5,6,11], the two

protocols share two fundamental traits that inher-

ently bound their performance: (i) both protocols

require flooding of route requests, and (ii) they

perform the flooding using broadcast relays which

use local broadcasts. We now briefly give an intu-

ition on why the two protocol characteristics cause

performance degradation:

• High protocol overhead: The number of mes-

sages is of the order of the number of nodes

in the network.

• Unreliability of broadcasts: Several studies [6,12]

in the past havedemonstrated the inefficacyof us-

ing local broadcasts, because of their unreliabil-

ity, to convey information to all nodes in a
wireless network. Specifically, [6] shows that in

the moderately connected graphs, the fraction

of nodes in the network that receive a flood goes

down to around 80% in the worst case. This fig-

ure can be expected to go down even more in

sparsely connected topologies. As a result, route

requests might not reach the destination in a sin-

gle flooding attempt resulting in multiple floods.
In the rest of the paper, we borrow from termi-

nology introduced in [6] and refer to broadcast

relays or series of local broadcasts as broadcast

storms.

• Interference due to broadcasts: Since local

broadcasts are not transmitted with the other-

wise required RTS–CTS handshake 1 they can

potentially result in collisions with the other
packets (including other broadcasts) in the net-

work resulting in an overall reduction in the

network utilization.

In this paper, we study the impact of overlaying

a virtual infrastructure on the ad hoc network and

operating the routing protocols over the infra-

structure. The infrastructure should ideally have
a minimal number of nodes (subject to some con-

straints that we elaborate upon in Section 2) and

should support an efficient and robust means of

propagating information to all nodes in the in-

frastructure. In CEDAR [4], a related work that

proposes a QoS routing protocol for ad hoc net-

works, the authors propose a virtual infrastructure

called the core that approximates a minimum

dominating set of the underlying network, and a

QoS routing protocol that resides on the core. We

1 We assume the use of an IEEE 802.11 MAC protocol in the

rest of the paper. However, we discuss some MAC layer

enhancements specific to our approach later in the paper.
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propose a dynamic self-configuring infrastructure

that is an adaptation of the core infrastructure and

schemes wherein DSR and AODV can be made to

operate over the core. We show through extensive

simulation results that the core infrastructure en-

hances the performance of the two protocols under
varied network characteristics. Note that several

approaches for virtual infrastructures in ad hoc

network have been proposed in related work [13–

18]. Although any of these approaches can be used

as the virtual infrastructure in place of the core,

the focus of this paper is to study the utility of

virtual overlay infrastructures for ad hoc routing

protocols and not to propose one particular
infrastructure.

The rest of the paper is organized as follows: In

Section 2, we present an overview and character-

ization of AODV and DSR, and motivate the need

to address the problems that arise because of net-

work wide floods and broadcast storms. In Section

3, we present our approach by describing the core

infrastructure and demonstrate how the core alle-
viates the fundamental problems identified in Sec-

tion 2. In Section 4, we present the changes made to

the basic versions of DSR and AODV in order to

operate them over the core infrastructure. In Sec-

tion 5, we present simulation results to evaluate the

performances of AODV and DSR when they op-

erate over the core infrastructure against that of

their vanilla versions. In Section 6, we discuss
several issues related to the core infrastructure

approach, and in Section 7 we conclude the paper.

2. Motivation

In this section, we first present an overview of

DSR and AODV, the two ad hoc routing proto-

cols that we consider in this work. We then char-

acterize the protocols and identify common

characteristics that limit their performance. Fi-

nally, we identify the key goals that need to be

achieved to alleviate the problems.

2.1. Overview of routing protocols

2.1.1. Dynamic source routing

DSR is an on demand routing protocol that

makes use of source routing and an aggressive

caching policy. Each node maintains a hop-by-hop

route to other nodes in the network. When a route

to a desired destination is not available in the

cache, a route request (RREQ) flood is initiated by

the source. If a node receiving a RREQ is not the

destination or does not have a cached route to the
destination, it forwards the RREQ using a local

broadcast after stamping the packet with its ID.

Otherwise, it sends a route reply (RREP), con-

taining the complete discovered route, as a unicast

message to the source by reversing 2 the path tra-

versed by the RREQ.

On a link failure, a route error (RERR) message

is unicast to the source. Upon receipt of the RERR
message, the source initiates a route re-computa-

tion. The nodes that forward or snoop out the

RERR packet also learn of the failed link and

accordingly flush their caches. Cache purging in

DSR, thus heavily relies on the RERR packets. To

optimize the network traffic, DSR also attempts to

reduce the route lengths for ongoing flows using

gratituous replies (GRREP). A GRREP is initi-
ated when a node promiscuously listens to an on-

going transmission and discovers the existence of a

shorter route to the same destination through it.

Several features of DSR including on demand

request, source routing, and aggressive caching are

desirable in ad hoc networks. On demand routing

optimizes the routing traffic by performing route

computation only when necessary; Source rout-
ing precludes the need for route loop detection

mechanisms; and the aggressive caching policy is

useful for limiting the number of nodes to which a

RREQ propagates.

However, DSR also suffers from the following

problems [6,11]: first, DSR floods route requests in

the network using a series of local broadcasts.

These local broadcasts which are transmitted as
MAC broadcasts interfere with each other and

with ongoing data traffic, as they are not protected

using RTS and CTS control packets. Second, the

aggressive caching in DSR heavily depends on

source routing, which has high byte overhead and

can lead to proliferated stale information. Finally,

2 We are assuming bidirectional links.
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source routing and flooding in the network pose

scalability concerns for large networks.

2.1.2. Ad hoc on demand distance vector

AODV is also a reactive protocol that computes

routes only on demand. Nodes in the network
maintain distance vector tables to facilitate rout-

ing. Corresponding to every routing entry, a node

also maintains the list of ‘‘predecessor’’ nodes that

it knows use that link in one of their routes. When

a source A needs a route to a destination B, it
broadcasts a RREQ message that is flooded

throughout the network. Each node that receives

the RREQ first updates its routing table with
the new route information to the source. It then

checks to see if it is the specified destination or if it

already has a route to the destination in its dis-

tance vector table. In both cases, the node replies

to the RREQ by sending a unicast RREP message

to the source.

When a link breaks in the network, the node

upstream to the link breakage sends a GRREP

message with distance metric set to 1 to each of

the predecessor nodes that it knows uses the link

for one of its routes. Each intermediate node that

receives the GRREP deletes the appropriate entry
from its routing table and forwards the message

upstream in a similar fashion. When a source re-

ceives such a GRREP, it computes a new route by

initiating a new RREQ message.
AODV, like DSR employs a one level expand-

ing ring search before initiating a network wide

flood. In addition, similar to DSR where inter-

mediate nodes reply if they have cached informa-

tion, in AODV, nodes reply on receiving a RREQ

if they have a route to the destination in their

distance vector table. These two mechanisms in

tandem attempt at limiting the RREQs from be-
coming network wide floods.

AODV�s desirable features are its lower byte
overheads in relatively static networks (recall that

DSR stamps a source route on every data packet)

and loop free routing using destination sequence

numbers. However, it suffers from the problems

discussed earlier: flooding of route requests and

the use of MAC level broadcasts to propagate
floods. In the rest of the section, we study the

problems with the DSR and AODV in more detail

and identify the goals that need to be achieved to

solve the problems.

2.2. Flooding and broadcast storms in DSR and

AODV

Although the specific mechanisms used by

the two routing protocols are different, the pro-

tocols, by virtue of belonging to the common genre

of reactive protocols, do exhibit some common

characteristics, which are elaborated in the re-

maining section, that however limit their perfor-

mance.

2.2.1. Flooding of route requests

Both DSR and AODV use network-wide floods

as their base mechanism for computing routes.

Although, both DSR and AODV have specific

mechanisms targeted towards limiting the number

of nodes to which a RREQ is propagated, the

mechanisms turn out to be effective only to a lim-

ited extent. In particular, the use of caching in
DSR will be effective in limiting the area of

propagation of a RREQ as long as there exist ac-

tive flows that pass through, originate from or are

destined for the required destination and the ca-

ched information is present at enough number of

nodes to prevent the RREQ from percolating

through to a wider area of the network. Further-

more, the caching cannot be made too aggressive
since an overly aggressive caching policy can

backfire in the form of proliferated stale informa-

tion [11]. In AODV, the problem is more pro-

nounced because intermediate nodes can respond

to a RREQ message only if they have an entry in

their distance vector table for that particular des-

tination, and a node will have an entry in its table

only if a flow that originates from or is destined for
that exact destination traverses the node. Finally,

the expanding ring search mechanism also has its

own set of limitations including (i) the increase in

route computation time due to the multi-phase

route computation process, and (ii) ambiguity in

computation of the timeout value for triggering a

RREQ with a larger time to live value. As briefly

mentioned before, the current version of the pro-
tocol specifications [1,2] specify only one level of

expanding ring search (querying the next hop
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neighbors) before a network-wide query is initi-

ated.

2.2.2. Inefficacy of local broadcasts

The second common characteristic that the two

protocols share is the use of broadcast storms to
achieve flooding which has the following prob-

lems:

• Local broadcasts are inherently unreliable be-

cause of the absence of any RTS–CTS–DATA–

ACK exchange, and the problem becomes even

more significant when such broadcasts are per-

formed in a series, one after the other. In [6],
the authors extensively evaluate the perfor-

mance of broadcast storms in an ad hoc net-

work and demonstrate its inefficacy. Ref. [6]

identifies three key issues with broadcast

storms: (i) redundant transmissions by nodes

after all neighbors have received a message

through other paths, (ii) contention because of

neighboring nodes trying to forward the same
message that they just received to their respec-

tive neighbors, and (iii) collisions because of

the absence of RTS–CTS–DATA–ACK ex-

changes for broadcasts. In moderately sparse

graphs the expected number of nodes in the net-

work that will receive a broadcast message was

shown to be as low as 80%. Fig. 1 illustrates the

unreliability of broadcasts with increase in net-
work load through a simulation study. The net-

work consists of 50 nodes moving in a 1500�

300 m area using a random waypoint model,

with a pause time of 0 s and maximum speed

of 20 m/s. The simulation was run for 900 s.

Network-wide broadcasts were issued for vari-

ous number of background CBR flows, and
the reachability of the broadcasts was mea-

sured. The average number of nodes reached

when the network load is low (10 flows at 4

packets per second) is around 85%. However,

as the network load increases, this value starts

falling and reaches around 73% for 50 flows in

the network.

• The second problem associated with local
broadcasts is the interference they cause with

the other traffic in the network. Broadcasts do

not use a RTS–CTS–DATA–ACK exchange

and hence, can cause a considerable number

of collisions. This in turn can reduce the overall

network utilization. Fig. 2 illustrates this phe-

nomenon through a scenario similar to the

one used for Fig. 1. It shows the impact of local
broadcasts on the data traffic in the network.

The figure illustrates the degradation in the data

delivery rate due to increase in the number of

collisions with increase in the number of broad-

cast storms in the network. The degradation in

the data delivery rate is not just due to the col-

lisions and is in fact more seriously affected by

other factors including MAC backoff because
of collisions and consequent buffer overflows

at the interface queue. Further, the broadcast

storms cause collisions with not just data pack-

ets (see Fig. 2) but also with other broadcasts.

Hence, an ideal solution would reduce the

number of nodes involved in route computation

and eliminate broadcast storms.

3. The core architecture

3.1. Overview

In this section, we show that overlaying a vir-

tual infrastructure over the underlying network
achieves the goals and we present the details of

such an infrastructure. In a related work, [4] pro-

poses a QoS routing protocol called CEDAR, for
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Fig. 1. Reachability of a network-wide broadcast.
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ad hoc networks, that employs a virtual infra-

structure called the core 3 and uses the core for

performing route computation. In CEDAR, a set

of nodes is distributedly and dynamically elected

to form the core of the network by approximating

a minimum dominating set of the ad hoc network

using only local computation and local state. Each

core node maintains the local topology of the
nodes in its domain, and also performs on demand

route computation on behalf of these nodes. By

virtue of being a minimum dominating set, the

core has fewer nodes than the underlying network.

For the core computation, every node needs to

send periodic beacons. [4] also proposes a broad-

cast scheme for the core, which however is not

desirable for reasons stated later in the section.
Hence, we borrow the fundamental idea of the

core and its maintenance from CEDAR and pro-

pose our own core broadcast (CB) mechanism that

achieves efficient and robust floods on the core.

Eliminating the details, we now briefly summarize

the core computation and the CB mechanisms as

they were proposed in [4].

Core computation and maintenance: The key
idea of the algorithm is to maintain an approxi-

mate a set of dominators using only local com-

putation. Each node transmits periodic beacons

that contain the node ID, the number of neigh-

bors, the number of dominated neighbors (which

is 0 if it is not a core node) and the ID of the

current dominator. The information in the bea-
cons received from each neighbor is then used to

compute its dominator (which could be itself). The

algorithm prefers nodes that are already domina-

tors and are also dominating a large number of

nodes. In case there are no dominators in the

neighborhood, it picks the node with the highest

degree. Other details of the computation can be

found in [4]. The dominator ID is then sent in the
next beacon. If a node receives a beacon identify-

ing the receiver as its dominator, the receiver

marks itself as a core node. This computation is

repeated whenever the link to the dominator

breaks or if the node finds that no one besides itself

has chosen it as a dominator.

Core broadcast: It is a mechanism for dissemi-

nating a message from any node to all the core
nodes in the network. Each core node maintains

an explicit tunnel with each of its ‘‘nearby’’ core

nodes (core nodes in the three hop neighborhood).

The originator hands over the CB message to its

dominator. The dominator (core node) uses the

tunnels to make unicast transmissions of the

message to all its nearby core nodes. In order to

eventually disseminate the CB to all core nodes in
the network, it suffices to ensure that the algorithm

guarantees that it reaches all core nodes within

three hops (see Appendix for the proof). However,

the mechanism proposed for CB, is not a desirable

one because of the following reasons: (i) since core

nodes need to know about their nearby core nodes,

each core node sends periodic ‘‘core advertise-

ment’’ messages that are propagated in the three
hop neighborhood adding to the protocol over-

head, (ii) the tunnels are set up using explicit ex-

change of messages between core nodes and hence

contribute to the proactive overhead component.

Further, static maintenance of tunnels between

core nodes makes the CB mechanism vulnerable to

link failures, (iii) the tunnels are maintained using

soft state and require periodic refreshing. If the
refresh period is set to a large value (to reduce

overhead), the tunnels can be stale leading to

Periodicity of Initiation of
Broadcast Relays at each Node (seconds)

0

20

40

60

80

100

1 2 3 4 5 6 7 8 9 10

% collisions
data delivery

%
 o

f 
C

B
R

 tr
af

fi
c 

de
liv

er
ed

Fig. 2. Interference due to broadcast storms.

3 Similar approaches have also been proposed in [13–16].

Although any of these approaches can be used as the virtual

infrastructure in place of the core, the focus of this paper is

merely to study the utility of virtual overlay infrastructures for

ad hoc routing protocols and not to propose one particular

infrastructure.
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losses of CB messages, (iv) since an explicit tunnel

is maintained between every pair of nearby core

nodes, overlapping of tunnels is possible, leading

to redundant transmissions of a message.

In the rest of the section, we describe in detail

the new CB scheme that we use. Note that while
CEDAR has other components including waves

and its own routing protocol, we do not use any of

those components in this work.

3.2. New core broadcast

We propose a new CB mechanism in this sec-

tion that has the following goals:

• Efficiency: The minimality of the core size im-

plies that only a small number of nodes in the

network need to be reached for every CB. In ad-

dition, the number of messages required to

reach the core nodes should be minimized.

• Robustness: The CB mechanism used for reach-

ing core nodes should be robust to link failures
that can occur frequently in highly dynamic sce-

narios. Barring a partition, ongoing core broad-

casts should still be completed.

• Low cost: We have thus far discussed several

problems attributed to broadcast storms.

Hence, we want the CB mechanism to avoid

performing series of local broadcasts. Further,

any computation done for achieving the CB
should ideally involve only local computations

in order for the CB to be scalable.

Our approach achieves the efficiency of a tree

based forwarding mechanism without requiring

any explicit tree or tunnel maintenance. Thus, we

achieve similar efficiency as the CB mechanism in

[4], with a much more robust mechanism that also
requires less messaging.

The originator of the CB computes a subset of

neighbors such that forwarding only to those

nodes rather than all the neighbors will suffice for

the CB. This set is called the forwarding set and its

computation requires passing some extra infor-

mation in the beacons. The originator then sends

the CB packet using unicasts to each forwarding
set member. The recipients also compute their

forwarding sets and repeat the same process. MAC

layer optimizations along with promiscuous lis-

tening significantly reduce the size of the for-

warding set. A smart forwarding set computation

algorithm and the MAC layer optimizations en-

sure that the CB packet traverses the links of a tree

that reaches all the core nodes, using unicast
messages. This implicit tree is computed dynami-

cally and locally using information carried in the

beacons. The algorithm used for the forwarding

set computation and the MAC layer optimizations

are presented below.

Forwarding set computation: This subset of

neighbors is computed by every node and is used

for forwarding the CB. For computation and
maintenance of the set of core nodes, periodic

beaconing is used as mentioned above. In addi-

tion, these beacons also contain information that

is used to compute the forwarding set at each

node. Assuming that the network has become

stable i.e., the topology is not changing any more,

the algorithm for the forwarding set computation

must guarantee that every core node in the net-
work will eventually get the CB. As mentioned

above and proved in the Appendix, the algorithm

only needs to ensure that the CB reaches all core

nodes within three hops.

The beacons from the core nodes do not con-

tain any additional information for the forwarding

set computation. However, the beacons from the

non-core nodes contain the following additional
information:

1. List of core neighbors.

2. List of dominators of non-core neighbors.

Both these pieces of information can be de-

duced from the core computation specific infor-

mation in beacons from neighbors as they contain
the ID of sender�s dominator.
By receiving beacons from the neighbors, a

node learns the following about nodes up to three

hops away:

• at one hop: all the nodes at one hop.

• at two hops: all core nodes reachable through a

non-core node at one hop.
• at three hops: all the core nodes that are reach-

able by hopping through two non-core nodes

R. Sivakumar et al. / Computer Networks 41 (2003) 687–706 693



and in addition, are also the dominators of the

non-core node two hops away.

Based on the information contained in the

beacons, each node learns a partial topology of its
three hop neighborhood. It then computes a

shortest path sub-tree on the partial topology

graph such that the sub-tree reaches all core nodes.

Ideally a sub-tree with the minimum number of

internal nodes reaching all the core nodes in the

partial topology must be computed. The next hops

on the computed sub-tree is the set of nodes where

the CB should be forwarded and hence, comprises
the forwarding set. Observe that the tree is com-

puted dynamically and is never stored in the

packet. The subsequent nodes again compute the

tree based on their information. Local computa-

tion of the next hops at every node adds robust-

ness to the algorithm which is therefore able to

tolerate inaccuracies in the information about the

partial topology. This algorithm ensures that every
node within three hops will receive the CB (see

proof in Appendix). As discussed before, reach-

ability to core nodes within three hops suffices

to show reachability to all core nodes in the net-

work, thus, proving the correctness of our new CB

mechanism.

We now illustrate the forwarding set computa-

tion with an example. Fig. 3 shows the forwarding
set computation for node 1. The three-hop net-

work topology around node 1 is shown in Fig.

3(a). Based on the beacons heard from the neigh-

bors, the partial topology learnt by node 1 is

shown in Fig. 3(b). A tree to reach all the core

nodes is computed which has nodes 2, 3, 4 and 6 as

the next hops. It is easy to verify from the figure

that this subset of neighbors is sufficient to reach
all the core nodes and neighbors 5 and 7 are not

needed as the next hops. Thus, nodes 2, 3, 4 and 6

comprise the forwarding set. Observe that IDs of

some nodes such as 8 and 12 are not known

however links to/from might be known.

MAC layer optimizations: While the mecha-

nisms described thus far achieve a broadcast on

the core, we use added MAC functionality to
further optimize the overheads of the CB. The

MAC layer maintains a cache (CB-cache) of re-

cently received CB messages. Core broadcasts are

identified by a unique core broadcast ID (CBID)

which consists of a sequence number 4 assigned by

the originator of the CB, and the source ID. In-

formation about CB packets received by neighbors
is also maintained in this cache.

The MAC layer will support negative CTS

(NCTS). The provisioning of NCTS allows nodes

to prevent duplicate reception of CB packets. The

RTS packet therefore needs to contain the CBID

that uniquely identifies the CB for which the RTS

is sent. On reception of an RTS packet for a CB,

the node sends a CTS except in the following cases
when it sends an NCTS:

• Duplicate reception: The CB could have been re-

ceived either directly from a node or by promis-

cuous listening. The latter requires the nodes to

operate in promiscuous mode. The CB packet

needs to carry the forwarding set. On receiving

a CB packet promiscuously, the node checks the
forwarding set stamped on the packet. If it is an

intended recipient, the CB packet is accepted.

As the CB is sent to all forwarding set members

using separate unicasts, the node will eventu-

ally hear an RTS for the same CB. This will

be responded with an NCTS. Note that the
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node 6.

4 1 byte would suffice.
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CB-cache will be updated whether the packet is

received directly or promiscuously.

• Unwanted reception: If the intended recipient of

a CB is a non-core node that has a null forward-

ing set, then an NCTS will be used to avoid
transmission of the CB packet. The CB is only

intended for core nodes and hence this node

does not need to receive it.

The CB-cache also helps in eliminating neigh-

bors from the forwarding set if they are known to

have already received the packets. The reduced

forwarding set is stamped in the CB packet instead
of the full forwarding set for aiding in promiscu-

ous listening of CB packets as explained above.

Since a node does not receive the same CB

twice, the efficiency of our CB mechanism is at

least as good as tree based forwarding. Further,

our optimizations and promiscuous listening based

CB cache management mechanisms enable the CB

to perform even better than tree based forwarding.
This is achieved by promiscuous listening and

NCTS capabilities that eliminate unicasts on some

tree links. Unlike the core broadcast in [4], the

links on which to forward the CB are computed

dynamically and hence is more robust to link

failures. Thus we achieve the design goals of effi-

ciency and robustness. Instead of local broadcast

based flooding, our CB mechanism uses a series of
unicasts, thus avoiding flooding in the network. As

the forwarding set computation is local informa-

tion based, we achieve message dissemination to

all core nodes without using any global computa-

tion.

4. The enhanced protocols

4.1. DSRCEDAR

Recall from Section 2.1.1 that DSR has the

following key features: (i) the initiation and prop-

agation of RREQ, GRREQ, RREP and RERR

messages, (ii) aggressive route cache management,

and (iii) source routing. DSRCEDAR layers DSR
on CEDAR retaining the above features of DSR

and bringing in the advantages of the core infra-

structure. Like DSR, DSRCEDAR uses RREP,

GRREP and RERR messages for route reply,

gratituous route reply and route error respectively.

The route query mechanism however is based on

core broadcast, rather than flooding of the RREQ

messages. Beaconing, core computation and CB

are the features infused into DSRCEDAR because
of the core infrastructure. The merger alleviates

some of the limitations due to flooding in DSR.

The key features of DSRCEDAR which are dis-

tinct from DSR are as follows:

• Implicit ring zero search: The information con-

tained in the beacons allow every node to create

a partial topology of up to three hops. If the
destination is reachable in this partial topology,

then the route obtained from this topology is

the computed route. Thus the proactive infor-

mation available from the CEDAR architecture

enables DSRCEDAR to avoid a CB in some

cases. Note that the partial topology includes

the neighbors of the node and hence unlike

DSR, a ring zero search is not needed for dis-
covering a destination which is one hop away.

• Core broadcast:When a route to the destination

is not available in the cache and the proactive

information has also failed to provide a route

to the destination, a CB is initiated for the des-

tination, rather than a flood as in the case of

DSR. Recall that unlike local broadcasts used

in flooding, the CB messages are sent as a se-
quence of unicasts. As discussed earlier (Section

3.2), the reduced message complexity of CB

compared to a flood, results in significant sav-

ings in RREQ packet overhead as compared

to DSR. However, this savings comes at the ex-

pense of periodic beaconing.

• Fewer RREP: In DSRCEDAR a node receives

a CB message only once, and therefore, any
node sends at most one RREP per CB. This is

in contrast to DSR, where all route queries

reaching the destination are responded to, re-

sulting in a possible RREP flood. Although

the packet overhead caused by a RREP flood

could be offset by the resulting heavy caching,

leading to higher cache hits, it has problems in

networks with high load. In such scenarios,
RERR messages could be missed by promiscu-

ous listeners resulting in stale caches and RREP
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floods could worsen the situation by aggres-

sively spreading the stale information.

• Proactive information based packet salvation: In

DSR, undeliverable packets are salvaged at in-

termediate nodes by using alternate routes from
the route cache. In addition to this mechanism

for packet salvation, DSRCEDAR benefits from

information obtained from proactive beacon-

ing. Currently, we use a simple mechanism to

patch the source route, upon a link failure. On

the remaining source route in the packet, we lo-

cate a node to which a path is known, based on

the proactive information available through
beacons. The source route in the packet is then

accordingly modified. Since the route traversed

is already in the packet, a repeated node in the

new route indicates a loop and the packet is

dropped.

4.2. AODVCEDAR

We refer to the version of AODV running over

CEDAR as AODVCEDAR and the vanilla ver-

sion of AODV as AODV in the rest of the paper.

Recall from Section 2 that the AODV protocol has

three key components: (i) the initiation and prop-

agation of RREQ messages, (ii) initiation and

propagation of RREP messages and (iii) the
maintenance of the distance vector table. In

AODVCEDAR, only the propagation of RREQ

messages is different from that of AODV and the

other two components are maintained as in

AODV. Thus, while the propagation of RREQ

messages on the network are done using the CB

mechanism, the original mechanisms of AODV

come into play once the destination or an inter-
mediate node having a route to the destination

receives the RREQ message and replies to it.

When a source requires a route to a destination,

it generates a core broadcast of the RREQ mes-

sage. When the message reaches the destination�s
dominator, the dominator suppresses any further

core broadcast and forwards the RREQ message

directly to the destination. The destination then
replies with an RREP message. The propagation

of the RREP message is the same as in AODV. In

the event the RREQ message reaches a domain

in which one of the nodes has a route to the des-

tination, the intermediate node replies with an

RREP message as in AODV.

The propagation of RREQ messages using CB

proves to be beneficial to AODV since a significant

portion of AODV�s overhead stems from the
propagation of its RREQ messages [5,11]. We now

elaborate on the benefits AODVCEDAR enjoys

when operating over the core infrastructure:

• Lower route request overhead: The propagation

of RREQ messages over the core significantly

reduces the route computation overhead. While

AODV floods the RREQ message to a majority
of the nodes in the network, AODVCEDAR re-

stricts the RREQ propagation using CB. Hence,

AODVCEDAR saves considerably in terms of

the packet overhead and byte overhead when

compared to AODV. Further, the absence of

broadcast storms (recall that the CB uses only

unicast transmissions) helps in better utiliza-

tion of the network by avoiding the problems
pointed out in Section 2. We show how this

translates into better overall data delivery per-

formance in Section 5.

• Implicit zero-level expanded ring search: Like in

DSRCEDAR, AODVCEDAR also performs

an implicit zero-level ring search before per-

forming a network-wide CB and hence saves

on protocol overhead in cases where the desti-
nation is in the neighborhood.

• Route salvation: AODVCEDAR performs

route salvation as in DSRCEDAR. However,

AODVCEDAR lacks the source route informa-

tion that DSRCEDAR has to perform route

salvation. Hence, in AODVCEDAR, the core

nodes maintain explicit information to per-

form rerouting of packets on a route failure.
Core nodes maintain this information through

snooped RREP information. Specifically, when

an RREP message is forwarded back to the

source, each intermediate core node that re-

ceives (or snoops) the message notes down the

identifier of the next core node on the path to

the destination. In the event of a route failure,

the node upstream of the link failure sends the
packet to be rerouted to its dominator. The

dominator then uses its salvage information
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(the next hop core node for that particular des-

tination) and CB tree information to forward

the salvage packet to the next core node. Each

core node then forwards the rerouted packet

to the subsequent core node on the path to
the destination till the packet reaches the

dominator of the destination. The packet is

then directly sent to the destination. Thus,

AODVCEDAR utilizes the proactive informa-

tion that is maintained in the core infrastructure

to perform rerouting of salvaged packets.

In Section 5, we evaluate DSRCEDAR and
AODVCEDAR and compare their performances

against those of their basic protocols.

5. Simulations

In this section, we compare the performance

of the enhanced protocols DSRCEDAR and
AODVCEDAR against that of their vanilla ver-

sions, through simulations on the ns-2 network

simulator [7]. We present the following set of re-

sults:

1. Characterization of the core infrastructure: Since

the size of the core plays a significant role in

the corresponding overheads in the enhanced
protocols (route requests are flooded only

among core nodes), in the first set of results

we show the average size of the core infrastruc-

ture. We also show the average number of

nodes that receive and hence, process a RREQ.

2. Data delivery percentage: In the second set of

results, we present the data delivery percentages

(total number of packets delivered over the
total number of packets sent) of DSRCEDAR

and AODVCEDAR along with their plain

counterparts. We show that, across varied sce-

narios, the enhanced protocols perform better

than their respective vanilla versions. We also

discuss the reasons behind the improvements.

3. Routing protocol overheads: In the third set of

results, we present the packet and byte over-
heads (includes beaconing overhead) for the

four routing protocols. The packet and byte

overheads are normalized with respect to the

total number of received data packets and data

bytes respectively. Again, we show that, across

different scenarios, the enhanced protocols con-

sistently save on the overheads. We then revisit

the issues with DSR and AODV presented in
Section 2 and briefly discuss how these issues

are resolved by the core infrastructure leading

to the overhead savings.

4. End to end delay: In the fourth set of results, we

present the average end to end delay experi-

enced by CBR packets. We show that the delay

is higher in the enhanced protocols. We briefly

identify the reasons that result in the higher
delay and discuss ways to reduce it.

The ns version used for the simulations was ns-

2.1b4a and included the ad hoc wireless extensions

provided by the Monarch research group at CMU.

The core protocol was written as an independent

agent in ns and was then interfaced with the
routing protocols. Minimal changes were made to
the basic routing protocols to enable them to op-

erate over the core and the changes were restricted

strictly to the modifications discussed in the pre-

vious section. The functionality of the MAC layer

in the original CMU ns extensions was updated to

include message ID caching and to send negative

acknowledgements when required. The MAC layer

otherwise retained the default characteristics of the
IEEE 802.11 protocol. The transmission range and

the channel capacity used were 250 m and 2 Mbps

respectively. All other settings at both the MAC

and the routing layers were retained as in the

original distribution.

We show the simulation results for three dif-

ferent topologies: topology 1 consists of a grid

with dimensions 1500 m� 300 m and 50 nodes,
while topology 2 consists of a 2200 m� 600 m grid
with 100 nodes. 5 The third topology consists of a

1500 m� 1500 m square grid with 50 nodes. CBR
traffic with a packet size of 512 bytes was used for

the data traffic in all simulations. Beacons are sent

out once every second. However, beacons are

piggybacked over data packets whenever possi-

ble. For each of the scenarios, we evaluate the

5 The first two topologies are the same as in [1,11].
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protocols with different number of flows (10 and

20 sources) and different packet rates (1–5 packets

per second). Each simulation was run for a period

of 450 s. Source–destination pairs were generated

randomly and flows start randomly in the interval

between 0 and 80 s. The mobility model used was
the same as in [5,6,11] where nodes randomly pick

a destination, move towards the destination at a

speed uniformly distributed between zero and a

maximum speed (maximum speed was 20 m/s for

all simulations), and on reaching the destination

stay there for pause amount of time. 6

5.1. The core infrastructure

In this section, we present some results to pro-

vide an intuition to the benefits that the core brings

with it to the performance of the routing proto-

cols. We present two metrics: (i) the average

number of core nodes in the network at any given

instant, and (ii) the average number of nodes in-

volved in a route computation process.
We show the average number of core nodes for

two topologies (1500� 300 m and 2200� 600 m).
The pause time was varied from 0 to 900 s for the

two simulations and the simulations were run for

900 s. Fig. 4 shows the number of core nodes de-

creases with more stability. There is a dip in the

curves at very high mobilities because non-core

nodes that move out of their dominator�s domain
travel fast enough to find themselves in the domain

of a neighboring dominator and hence do not

change the core set. The number of core nodes in

both the scenarios is a small fraction of the total

number of nodes. Fig. 5 shows the average per-

centage of nodes forwarding the RREQ message.

The scenario used was 1500� 300 m2 with 50
nodes and 900 s simulation run. The percentages
for the CEDAR versions are much lesser than that

of the basic protocols. The reduction in the num-

ber of messages occurs because of two reasons: (i)

the reduced number of nodes (core nodes) to
which a RREQ should be flooded in the worst

case, and (ii) the use of MAC level suppression to

perform a tree-based forwarding as opposed to a

full flood.

5.2. Data delivery

In this section, we show the percentage data
delivered for the four protocols. Performance is

measured in all three topologies (1500� 300 m,
2200� 600 m and 1500� 1500 m). For each of
the topologies, we use both 10 and 20 sources.

The packet rates are varied between 1 packet per

6 We would like to note here that extensive simulations were

also done with other settings (packet sizes of 64, 256 and 1024

bytes, pause times of 25 and 50 s, etc.) besides the ones

presented here. While the results were similar in nature to the

ones presented here, they have been excluded for lack of space.
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second and 5 packets per second. For larger

packet rates, the network gets overloaded [5,11]

and the performance of all protocols suffer uni-

formly. 7 The pause times used were 0 and 100 s

respectively. Figs. 6–11 show the percentage data

delivered by the four protocols in each of the
scenarios.

It can be observed from the figures that the

performance of the enhanced protocols improve

over their basic versions uniformly in all the sce-

narios. Typically, the enhanced protocol that is the

best in a particular scenario is the one whose basic

version does better of the two basic versions.

Specifically, DSR (hence DSRCEDAR) does bet-
ter than AODV in the more dynamic scenario

(pause time 0 s), while AODV (hence AODVCE-

DAR) does better than DSR in the more static

scenarios. However, an interesting point to note is

that the difference between the two enhanced

protocols is considerably decreased when com-

pared to the difference between the basic versions.

The improvement in the data delivery is because
of three main reasons: first, one or two hop routes

which are obtained from the partial topology

learned from beacons, eliminates routing overhead

to some destinations. Further, the partial topology

is also used for packet salvation. Second, since the

RREQ is not flooded in the core enhanced proto-

cols, the route response time is much lesser, thus

reducing queueing time and improving perfor-
mance. Third, the series of local broadcasts initi-

ated by the route requests in DSR and AODV

could collide with ongoing data transmissions

lowering the performance of the basic protocols.

The core enhanced protocols are not based on

flooding, and hence have higher throughput.

5.3. Protocol overhead

In this section, we present the overheads for the

four routing protocols in the scenarios that were

described in the previous section. Although both

7 However, we are currently working on improving the

performance of AODVCEDAR and DSRCEDAR even in the

case of overloaded scenarios. We provide some ideas on this in

Section 6.
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packet and byte overheads were measured, due to

lack of space we show only the byte overhead Figs.

12–17 for all the scenarios and show a represen-

tative subset of the packet overhead results (Figs.

18 and 19).

In Figs. 12–17, AODVCEDAR performs sig-
nificantly better than AODV (upto 50% in the

more dynamic scenarios). The reasons are twofold:

(i) AODV�s RREQ is typically a flood of the net-
work. However, in AODVCEDAR, the RREQ is

flooded only among core nodes, and (ii) the flood

among core nodes is further achieved through the

core broadcast mechanism that uses only unicast

transmissions and does a tree based broadcast.
Hence, the performance gains of AODVCEDAR

is chiefly constituted by the savings in the propa-

gation of RREQ messages. Since more number of

route requests are generated in more mobile sce-

narios, the performance difference widens with

increasing mobility. DSRCEDAR on the other

hand performs worse than DSR in the 1500� 300
m scenario, comparable with DSR in the 1500�
1500 m scenario and better than DSR in the

2200� 600 m scenario. The reason for the absence
of a significant improvement in the performance

overhead of DSRCEDAR over DSR, is the ag-

gressive caching policy that DSR employs. How-

ever, the aggressive caching policy turns out to be

counterproductive in highly mobile scenarios (see

Figs. 6–11) where the cached information is more
Fig. 10. 2200� 600 m: data delivery: 10 flows.
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often than not stale and as a result of which DSR�s
data delivery percentage suffers.

5.4. End to end delay

The fourth set of results we present is the av-

erage end to end delay of CBR packets in the

network. Figs. 20 and 21 show the average end to

end delay experienced by CBR packets for each of

the four protocols. The enhanced protocols show

an increased end to end delay for CBR packets.

The increase in delay is because of two reasons: (i)
the enhanced protocols use unicast transmissions

for their RREQ messages. Hence, each RREQ

transmission undergoes an RTS–CTS–DATA–

ACK handshake and consequently takes more

time and in the process delays transmission of

packets further back in the interface queue, and (ii)

there is no explicit decoupling of the data path

from the core in the current implementation of
the enhanced protocols. Consequently, core nodes

typically participate in more number of routes and

hence have a larger queue buildup leading to larger

end to end delays.

We are currently experimenting with some

preliminary measures to address the increase in

end to end delay. The measures include: (i) explicit

decoupling of the data path from the core, (ii) load
balancing in the network, and (iii) a lightweight

CB mechanism that requires far fewer transmis-

sions per CB.

6. Issues and extensions

In this section, we first identify some key issues

that need to be addressed in our approach and

propose some solutions.

• MAC level support for the routing protocol: The

current version of the CB algorithm relies on

MAC level support for enhancing its perfor-

mance. While the support is not critical for
the correctness of the CB algorithm, it still

brings about a considerable improvement in

the performance of the algorithm. Specifically,

MAC level snooping and caching enables nodes
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to reply with an NCTS on receiving an RTS for

a message already received or snooped, thus re-

ducing the CB overhead. However, relying on

changes in the MAC protocol arguably violates

the layering principle and should be done away
with in the ideal case.

Fortunately, most of the benefits demonstrated

in this paper through MAC layer changes can still

be garnered through appropriate routing layer

mechanisms. The MAC layer mechanisms added

to the basic IEEE 802.11 protocol belong to two

main categories: (a) those that overhear packet
transmissions, and therein enable nodes to proac-

tively decide that forwarding a packet to another

node is unnecessary, and (b) those that enable

nodes which already have received a particular

message to reply with a NACK in response to an

RTS for that message. If the unchanged 802.11

protocol is to be used, nodes can still gain the

benefits of (a) as long as they are neighbors of
the transmitter, and the data packet has a message

identifier. Similarly, the benefits of (b) can be

attained through short routing layer control

packet exchanges (that do not require RTS–CTS

handshakes because of their small size) that mimic

the RTS–NACK exchanges as described in this

paper.

• Decoupling data path from the core: In both the

enhanced protocols, no effort is currently taken

to explicitly reduce the load on the core nodes

by choosing paths away from the core. Hence,

it is possible that core nodes tend to participate

in more routes than their non-core counterparts

(since RREQ message travel on the core and

hence most of the nodes in the RREQ path will
be core nodes). Although a simple solution to

the problem would be to dynamically change

core nodes so that all nodes in the network

are made to participate in the core infrastruc-

ture in a fair manner, we are currently working

on an approach that explicitly tries to decouple

the data path from the core.

• Dependence of core broadcast on beaconing: The
forwarding set used for core broadcasting, is

computed based on the partial topology learnt

from the recently heard beacons. The correct-

ness of the CB mechanism, thus, depends on

the accuracy of the partial topology available

through beacons. Beaconing frequency as well

the mechanism used to transmit the beacons

has implications on this accuracy. In our imple-
mentation, we are making use of piggybacking

of beacons on unicast transmissions, to im-

prove the reliability of beacons, by implicitly

protecting them using RTS–CTS. However,

other mechanisms for improving the accuracy

of the maintained partial topology need to be ex-

plored.

• RTS–NCTS overhead: The CB mechanism as-
sumes that the RTS and NCTS packets are

negligible in size compared to the CB packet.

Thus, the MAC layer overhead of the CB is ig-

nored while evaluating the efficiency of the CB.

However, in the current simulation environment,

the physical layer overheads, which are added

to all the control and data packets, are signifi-

cant compared to the RTS/NCTS packet sizes.
Therefore, improvement in the physical layer

overhead as well as a lower overhead RTS–

NCTS messaging would improve the efficacy

of CB.

• Energy consumption and overloading: The core

nodes in CEDAR perform considerably more

amount of work than the non-core nodes. Thus,

an obvious issue is the higher drain on resources
such as computing cycles, transmission slots,

and battery power, at the core nodes. Note that

the notion of co-operative relaying and the

consequent unfair distribution of load among

nodes is a much larger problem that is inherent

to ad-hoc networking. However, when com-

pared to traditional ad-hoc networking solu-

tions, the use of a core does impose a heavier
load on a subset of nodes in the network. For-

tunately, this problem can easily be alleviated in

CEDAR by appropriately changing the core

computation process. Recall from Section 3

that core nodes are selected based on the tuple

ðdom degree; degree; nodeIdÞ where dom degree
represents the number of neighbors dominated

by a node, degree represents the number of
neighbors, and nodeId is the identifier of the
node used to break ties. If fair battery power

consumption is of importance, the amount of
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battery power available at a node can be incor-

porated into the tuple. Thus, a tuple such as

ðbatter power; dom degree; degree; nodeIdÞwould
bias the core computation in favor of nodes that

have a larger battery power.

7. Conclusions

Several infrastructure-less ad hoc routing pro-

tocols, such as DSR and AODV, involve all the

nodes in the network for routing and use flooding

as the principal mechanism for route querying.
Flooding, which is typically achieved through re-

peated local broadcasts is plagued with problems

such as, high overhead, low reachability and col-

lisions with other data packets.

We present an approach which attempts at al-

leviating flood related limitations of ad hoc rout-

ing protocols by overlaying the core infrastructure

[4] on the underlying network. The CB mechanism
presented is substantial modified from [4] and it

achieves an efficient, robust, and low overhead

mechanism to flood on the core. Through exten-

sive simulations using ns-2, we demonstrate the

effectiveness of the core in enhancing the perfor-

mance of the routing protocols. In most cases we

have observed the packet delivery percentage be-

ing improved to 99% or higher. While we observe
significant improvements for packet and byte

overheads in dynamic scenarios, the overheads are

comparable in more static networks.

Appendix A

The following theorems related to the CB state
the correctness of our algorithms. These two the-

orems together show that the CB does reach all the

core nodes. It however assumes that the network

topology has become static and the information

received in the beacons are accurate. The theorems

apply only to a connected component of the net-

work.

Theorem A.1. If the CB algorithm guarantees
reaching all core nodes within three hops, all core
nodes in the network will eventually receive it.

Proof. Let us assume that the CB algorithm

guarantees reaching all core nodes within three

hops, but all core nodes do not receive the CB. Let

C be the set of core nodes that received it and C0 be

the remaining core nodes. Let c1 2 C and c2 2 C0

be such that the shortest path between c1 and c2 is
the smallest for all possible values of c1 and c2.
The distance between c1 and c2 (say d hops) must
be more than three hops as the CB algorithm

guarantees reaching all core nodes within three

hops.

Let n1 and n2 be the first two nodes on the
shortest path from c1 to c2. Both n1 and n2 must be
non-core nodes. If any of them is a core node, then

it is easy to see that we can find a pair of nodes one

belonging to C and another to C0 such that they

are less than d hops apart, contradicting our

choice of c1 and c2. Let domðn2Þ be the dominator
of n2. If domðn2Þ 2 C, then domðn2Þ is a better
choice for c1 as its distance from c2 is less than
d � 1 hops, which contradicts our choice of c1.
Otherwise if domðn2Þ 2 C0, then domðn2Þ is less
than three hops away from c1 which belongs to C,
which leads to a contradiction since they should be

more than three hops away.

Therefore, reachability to all core nodes within

three hops suffices to guarantee reachability to all

core nodes in the same connected component of

the network. �

Theorem A.2. The forwarding set algorithm (Sec-
tion 3) ensures that all core nodes within three hops
will receive the CB.

Proof. The following argument holds for both a

core and a non-core node as the originator. Note

that the originator and the intermediate nodes use
the same algorithm for forwarding set computa-

tion.

• Core nodes at one hop: By construction of the
sub-tree for the partial topology graph, all core

nodes in the first hop belong to the forwarding

set.

• Core nodes at two hops: All nodes in the sec-
ond hop are reachable through a core or a

non-core node in the first hop. If it is reach-

able through a non-core node, then the bea-
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con from the corresponding non-core node

must have provided that path to the core node

and the sub-tree computation will ensure that

a neighbor reaching that core node is in the

forwarding set. Otherwise, the core neighbor
at first hop is anyway added to the forwarding

set. This therefore reduces the problem to the

one for reaching a core node at one hop

which has been proved above.

• Core nodes at three hops: If there is a core node
in the first hop which is two hops away or a core

node in the second hop which is one hop away,

from the core node at the third hop, then by vir-
tue of the previous two arguments, these inter-

mediate core nodes will receive the CB. The

above two arguments can be applied again to

ensure eventual reachability to the core node

at the third hop.

Otherwise, there is a three hop path consisting

of two intermediate non-core nodes, say the path is
A–B–C–D where B and C are non-cores and D is a

core node. If D is C�s dominator, then B�s beacon
must contain information on D. Thus D will be

reachable in the sub-tree computed for the for-

warding set. If another core node E is C�s domi-
nator and not D, then E is either less than three

hops away or exactly three hops away. In the

former case, the previous arguments ensure that
the CB will reach the core node E. In the latter

case, the path A–B–C–E will be known based on

the beacon from B and the sub-tree computation

will ensure that a neighbor that is less than

three hops away from E is selected in the for-

warding set.

As node E could be at most two hops away

from node D, it will eventually receive the CB,
using the argument for two hops.

Thus the forwarding set computation guaran-

tees that the CB will reach all core nodes within

three hops. �
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