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Abstract 
Currently there is a serious conceptual and technical gap 
between ideas emphasized in object-oriented programming 
and ideas as taught in algorithms courses. We suggest both 
a paradigm for "re-expressing" algori thms in terms of  
classes and objects, and a set of  criteria relative to which 
the quality of  such re-expressions can be evaluated. A 
detai led example  is p rov ided  for  r e -express ing  the 
algorithmic idea of  sorting. 

1. T h e  P r o b l e m  

In the paper "Design Patterns for Sorting", Nguyen and 
Wong present an object-oriented approach to sorting [5]. 
G e n e r a l l y  speak ing ,  o b j e c t - o r i e n t e d  p r o g r a m m i n g  
encourages us to think about and to organize software 
around data. On the other hand, typical presentations of  
sorting encourage us to think in terms of  algorithms and to 
organize sorting software around procedures. Thus, for the 
problem of  sorting, Nguyen and Wong have presented an 
abstract class that bridges the gap between object-oriented 
programming and what is traditionally an algorithmically- 
oriented topic. 

It is not too hard to see that sorting represents just one 
instance of  a larger "gap"  phenomenon [7,9]. Typical  
algorithms textbooks are teeming with clever algorithms in 
the form of  procedures, such as procedures to find shortest 
paths, find connected components,  find stable marriages, 
fill knapsacks, do range searches, etc [2]. Evidently, if we 
were  to develop software as presented in algori thms 
textbooks, our software would be procedure-oriented. On 
the other hand, many  CS1/CS2 instructors teach their 
students, starting f rom C$1, that software ought to be 
object-oriented. How are students supposed to bridge this 
gap between what is preached in programming courses and 
what  is taught in a lgor i thms courses? Do we, as 
instructors, know how to bridge this gap? 
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In this paper we present a paradigm that we have used, 
in a number  of  instances, to successfully bridge the gap 
between OOP and algori thms,  start ing in CS1. The 
paradigm results in object-oriented software components  
that feature  a number  of  highly des i rable  technical  
properties, and that sport user-friendly APIs. In fact, the 
APIs are so user friendly that even CS 1 students have little 
or no difficulty using the described components.  We like 
to refer to our paradigm as the "machine" paradigm, and 
we like to think of  it as a method for "recasting" or "re- 
express ing"  algori thms in terms of  classes and their 
instances [8]. 

In Section 2 we describe certain standards by which 
the quality of  proposed algorithm "re-expressions" can be 
evaluated.  In Section 3 we present  a machine-based  
in ter face  for sort ing,  fo l lowed  in Sect ion  4 by an 
assessment of the interface relative to the standards f rom 
Section 2. Section 5 briefly describes other examples  of  
machine-based  interfaces,  while concluding comments  
appear in Section 6. 

2. Setting Objective Standards 
In consider ing the general p rob lem of  re -express ing  
algorithmic notions in terms of classes encapsulating both 
data and operations, it is helpful to keep in mind desirable 
properties for the interfaces to be developed. Two such 
properties arise from traditional object-oriented thinking: 

PI: hide data representations (the interface does not allow 
direct coupling between client code and internal data 
representations) 

P2: hide algori thms used to implement  operations (the 
interface does not allow direct coupling between client 
code and internal algorithmic detail). 

For interfaces conforming to these two properties, software 
developers/maintainers have the f reedom to substitute one 
implementation of an interface for another with no effect 
on clients of the interface, except for possible differences in 
performance (efficiency). Designing for this type of 
substitutability appears to be widely accepted as good 
engineering practice. 

There is another "hiding" property that is similar in 
spirit to properties PI and P2: 

302 



P3: hide when specific actions are executed (the interface 
does not allow direct coupling between client code and 
when execution of internal algorithmic detail occurs). 

We can think of  property P3 as "information hiding in the 
time dimension" [6]. For interfaces conforming to this 
property,  sof tware  developers /mainta iners  have the 
freedom to substitute one implementation of  an interface 
for another with no effect on clients of  the interface, except 
for intended improvement in efficiency, possibly related to 
client-specific applications. (Reader-friendly examples of 
this idea appear in Sections 3 and 4.) Said in other words, 
interfaces that conform to property P3 offer classes, which 
implement  the interface,  f reedom in when "hard 
computational work" takes place. In turn, this allows 
interface clients a broader range of choices with respect to 
performance. It appears to us that property P3 does not 
enjoy the renown of properties P1 and P2. Even so, it has a 
major impact on the design of interfaces arising from the 
re-expression of algorithms in terms of OOP. 

Properties P1 through P3 are concerned with not 
making certain information explicit in interfaces. The next 
two propert ies  are concerned  with making other  
information explicit, in interfaces, through abstraction. 
Specifically, the following should be explicit in interfaces: 

P4: a mathematical model describing precisely the state set 
(value set) of objects for classes that implement the 
interface 

PS: precise pre-/post-conditions, stated in terms of  the 
mathematical models, for each interface operation. 

We can think of interfaces that conform to properties P4 
and P5 as having precisely defined "cover stories" (abstract 
descript ions)  through which clients metaphor ica l ly  
understand hidden information. Software, especially as it 
is typically presented in CS1/CS2, frequently does not 
conform to properties P4 and P5 [1]. English descriptions 
and "wishful  naming" are often used in place of  
mathematical  models and precisely stated pre-/post- 
conditions. 

3. An Example: the Sorting Machine Interface 
In this section we describe in detail a machine-based 
interface for sorting. By way of  a mental model, it is nice 
to think of  a sorting machine object as a box with two 
doors, an input door and an output door, and a "change-of- 
phase" button. Initially, the sorting-machine box is empty, 
the input door is open, the output door is closed, and the 
machine is in "insertion" phase. Clients insert data items to 
be sorted, one at a time, through the input door using a 
series of Insert operations. Inserted items accumulate in 
the box. When all data has been presented to the machine, 
the client pushes the "change-of-phase" button. This 

causes the input door to close, the output door to open, and 
the machine to enter "extraction" phase. Next the client 
extracts the data from the sorting machine box, one item at 
a t ime and in sorted order,  through a series of  
Remove_First  operations. The following pseudo-code 
summarizes how a client would use a sorting machine to 
sort data. (Assume that m is an object  of  type 
Sorting_Machine and x is an object of  type Item; see the 
appendix.) 

while ("there are more items to sort") 
"insert next item by Insert(m,x)" 

end; 
Change To Extraction Phase(m); 
while (Size(m) > 0) do 

"remove next item in order 
by Remove First(re, x)"; 

end 

d o  

The entire sorting machine interface appears in the 
appendix. Here we discuss selected pieces of  the interface 
in detail, t Sort ing_MachineTemplate is parameterized by 
type Item and by an operation, Are In Order, to compare 
two values of  type Item: 

Sorting_Machine_Template ( 
type Item, 
operation Are In O~der 

) 

This allows clients to customize sorting machine objects, 
through instantiation, to the type of  items to be sorted and 
to how the items are to be ordered. Notice that the 
restriction on Are_In_Order imposes a total ordering on the 
type Item. 

The mathematical model of  the state set for type 
Sorting_Machine is a 2-tuple (a pair): 

type Sorting_Machine is modeled by 
(inserting: Boolean 
contents: finite multlset of Item) 

The first entry, named inserting, is a mathematical Boolean 
value that models whether a sorting machine object, say m, 
is in insertion phase (m.inserting = true) or in extraction 
phase (m.inserting = false). The second entry, named 
contents, is a mathematical  multiset that models the 
collection of  items in a sorting machine box. Use of  
multisets allows for duplicate  i tem values. The 
initialization ensures clause specifies that every new sorting 

l Code appearing in this paper is intended to be language 
neutral. A stylized C++ version of  the sorting machine is 
available at http:/[www.cis.ohio-state.edu/-weidel now/ 
scelreDnlRESOLVE Catalo~-HTML/Sortin~ Machine 
A.html [3,4]. 
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machine object will be in insertion phase with an empty 
multiset of  items: 

exemplar m 
initialization ensures 

m.inserting = true and 

m.contents = empty multiset 

Now let ' s  consider the pre-/post-condit ions ~ r  the 
Insert operation. 
operation Insert ( 

alters m: Sorting Machine, 

consumes x: Item 
) 

requires 
m.inserting = true 

ensures 

m.inserting = true and 
m.contents = #m.contents union {#x} 

The precondition requires that m is in insertion phase. The 
post condition ensures that m remains in insertion phase 
and that the incoming value of  x has been added to the 
content multiset of  m. 

As a last example ,  le t ' s  consider  the pre- /post -  
conditions for the Remove_First  operation. 

operation Remove First ( 
alters m: Sorting_Machine, 

produces x: Item 
) 

requires 
m.inserting = false and 
m.contents /= empty multiset 

ensures 

m.inserting = false and 
x is in #m.contents and 
m.contents = #m.contents - {x] and 
for all y:Item where 

(y is in #m.contents) 
(Are In Order(x,y)) 

The pre-condition requires that m is in "extraction" phase 
and that there are more items in m ' s  multiset. The post- 
condition ensures that m remains in extraction phase, that 
the outgoing value of  x is the first in order with respect to 
the client supplied ordering, and that the only change to the 
contents of  m is the removal of  item x. 

Specifications of  the other operations are similar. 

4. The Standards: How Did We Do? 

Let ' s  take a look at how the sor t ing-machine interface 
measures up to properties P 1 through P 5. 

P I :  hide data representations 
The sort ing-machine interface conforms to this property. 
Classes that implement  this interface are free to use an 

internal container of  choice, such as arrays (the traditional 
choice), binary search trees, queues, lists, etc. The use of  a 
mathematical  multiset  in the cover  story (mathematical  
model) does not dictate the type of  container used in the 
implementation. 

The significance of  property P1 may  not be readily 
apparent for sorting, where one might argue that arrays are 
always the container of  choice. (We happen to not agree 
with this, however.) On the other hand, if  we consider the 
sophist icated data structures involved in something like 
Kruskal ' s  minimum spanning tree algorithm, it is clear that 
requiring client code to know about and respect  such a 
sophis t icated data structure represents  ex t remely  poor  
component-interface engineering. 

1"2: hide algorithms used to implement operations 
The sort ing-machine interface conforms to this property.  
Classes that implement  this interface are free to use a 
sorting algorithm of  choice, such as quick sort, insertion 
sort, selection sort, heap sort, etc. 

P3: hide when specific actions are executed 
I t ' s  an interesting exercise to think about the possibilities 
for  implement ing  the sor t ing-machine  interface  with 
respect  to this proper ty .  Table  1 summar izes  some  
possibilities. 

As we can see, the sorting machine interface allows for 
a wide range of  possibilities for when the "hard work" of  
sorting takes place. Why is this such a desirable property? 
Consider the following client code that extracts only the k 
first items in sorted order: 

while ("there are more items to sort") 
"insert next item by Insert(m,x)" 

end; 
Change To Extraction Phase(m); 

number extracted := 0; 
while ((number_extracted < k) and 

(Size(m) > 0)) do 
"remove next item in order 

by Remove First(m,x)"; 
number extracted++; 

end 

d o  

For this client code, i f  k is a small constant or at least 
considerably smal ler  than the number  o f  data i tems, a 
selection sort implementation would most likely best serve 
the client. On the other hand, i f  k is just about the same as 
the number of  data items, quick sort might better serve the 
client. The important  point is that property P3 provides 
clients with this type of performance flexibility. 

P4: a mathematical model describing precisely the state 
set (value set) of objects for classes that implement the 
interface 
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Underlying Sorting 
Algorithm 

insertion sort 

selection sort 

quick sort, merge sort 

heap sort 

tree sort 

Suggestions for What Happens During Operation . . .  

Insert  
insert in order into 
efficient linear data 
structure 
simple insert into 
efficient linear data 
structure 
simple insert into 
efficient linear data 
structure 
simple insert into 
efficient linear data 
structure 
insert in order into 
binary search tree 

Change To_Extraction_Phase 
change the Boolean phase flag 

change the Boolean phase flag 

change the Boolean phase flag 
and quick (merge) sort all data 
items 
change the Boolean phase flag 
and construct a heap 

-chaNge the Boolean phase flag 

Remove_First 
simple remove from linear 
data structure 

search for and remove 
"first" item 

simple remove from linear 
data structure 

remove "first" from a heap 

remove "'first" from binary 
search tree 

Table I 

P5: precise pre-/post-conditions, stated in terms of  the 
mathematical models, for  each interface operation 

The sorting-machine interface clearly conforms to both of 
these proper t ies .  More  impor tant ly ,  the formal  
specifications are CSl/CS2-student friendly! Students at 
this level  c a n  r e a d  and  unders tand  these formal 
specifications (if you teach them how to [1]) and can readily 
write client code using the sorting-machine API. 

It is interesting to compare  the sort ing-machine 
interface to the abstract class for sorting presented in [5]. By 
our understanding, the latter conforms to P2, could be 
considered to conform to P1 (although we suspect this was 
not intended), and does not conform to P3 through P5. 

5. The Machine Paradigm in CSIlCS2 
We have found the machine paradigm to be quite useful in 
CS1/CS2. The sorting machine interface is introduced and 
used in CSl-programming assignments. The interface is 
implemented in CS2. Other machine-based components that 
we have used/are using include: 
Least_Cost_Path_Machine -- 
Clients insert edges, one at a time, to construct a directed, 
weighted graph. Clients extract, one at a time, copies of 
edges making up least cost paths. The interface is 
introduced and used in CS1. For example, using the 
interface and in a single 4f-minute  closed lab, students 
implement an operation that lists the costs of shortest paths 
between all pairs of cities in a set of cities. For a one-week 
programming assignment and using the interface, students 
list the sequences of edges to visit, in order, along shortest 
paths from source to destination cities. 

Tokenizing_Machine --  
Clients insert streams of characters, one character at a time. 
Clients extract, one at a time, tokens making up the 
corresponding character stream. The interface is introduced, 
used, and later implemented in CS2. 
Asser t ionAndQuery_Machine  -- 
Clients insert "assertions" or "facts", one at a time. Clients 
extract, one at a time, instantiations satisfying and/or queries 
relative to the entered assertions. (This is similar to a 
simplified version of logic programming.) The interface has 
been introduced, used, and later implemented in CS2. 

6. Concluding Remarks 
Currently there is a serious conceptual and technical gap 
between ideas emphasized in object-oriented programming 
and ideas as generally taught in algorithms courses. The 
former leads to "data-oriented" software artifacts while the 
latter leads to "procedure-oriented" software artifacts. 
Attempts to rectify this situation by re-expressing algorithms 
in terms of classes and objects need to be grounded in sound 
fundamentals, less the cure be worse than the ailment. We 
suggest that properties P1 through P5 are grounded on sound 
software-engineering fundamentals and that they represent 
an appropriate initial standard against which such re- 
expressions should be measured. 

The machine paradigm represents one approach to the 
challenge of  re-expressing algorithms in terms of classes and 
objects. Based on our experience to date, it results in 
interfaces that conform to P1 through P5 and that have 
CS 1/CS2-friendly interfaces, as well. 
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e n s u r e s  

m.inserting = false and 
m.contents = #m.contents 

operation Remove First ( 
alters m: Sorting_Machine, 
produces x: Item 

) 

requires 
m.inserting = false and 
m.contents /= empty_multiset 

e n s u r e s  

m.inserting = false and 
x is in #m.contents and 
m.contents = #m.contents [x} 
for all y:Item where 
(y is in #m.contents) 

(Are In Order(x,y)) 

and 

operation Remove_Any ( 
alters m: Sorting_Machine, 
produces x: Item 

) 

requires 
m.contents /= empty multiset 

e n a n r e s  

m.inserting = #m.inserting and 
x is in #m.contents and 
m.contents = #m.contents {x} 

operation Is In Insertion Phase ( 
preserves m: Sorting Machine 

): Boolean; 
ensures 

Is In Insertion Phase = m.insezting 

operation Size ( 
preserves m: Sorting Machine 

) : INTEGER; 

ensures Size = [m.contentsl 
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